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- Chapter 7

Musical Parsing and Musical Affect

This chapter explores the issue of what is going on in a listener's mind
during the real-time processing of music, such that it is possible to account
for the listener’s understanding of the music. The issue will be approached
through evidence internal to music itself, as well as by analogy with
evidence from the processing of language. I will then examine how pro-
cessing of the sort I propose provides a basis for resolving a long-standing
issue in the theory of musical affect.

This examination of musical processing ought to be of more than paro-
chial interest: the issues it raises concerning musical processing bear on
larger questions of the brain’s overall “style.” In particular, I will claim that
the parsing of musical inputs is performed by a modular processor that
considers many different analyses in parallel. As it happens, the arguments
for this claim are more immediately compelling than they are in the case of
the language parser, where experimental evidence for parallel processing
has accumulated only slowly. Given the similarity of the tasks, the musical
case should bolster the argument for parallelism in language processing,

This chapter appeared in slightly different form in Music Perception 9, 199230 (1991) and
is reprinted here by permission of the University of California Press. A shorter version
has appeared as “Musical Processing and Musical Affect,” in M. R. Jones and S. Holleran,
eds., Cognitive Bases of Musical Communication, American Psychological Association,
1991
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held at Ohio State University in spring 1990. 1 am grateful to the participants in the
conference for their many useful and encouraging comments. In particular, the chapter was
originally intended as part of a larger undertaking in collaboration with Fred Lerdahl; for
reasons of geographical distance it proved more convenient to develop our ideas separately.
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some of the musical examples. I also wish to thank an anonymous reviewer for Music
Perception for helping me distinguish important from unimportant issues. Finally, I must thank
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More generally, the present proposal can be considered a particular
instantiation of Dennett’s (1991) “multiple drafts” theory, which claims that
the brain is always developing multiple representations and fragments of
representations in parallel, with only the most stable alternative(s) appear-
ing in awareness as the “document of record.” Furthermore, the phenomena
I will be examining present temporal anomalies of the sort discussed by
Dennett and Kinsbourne (1992), in which one apparently perceives proper-
ties of musical structure some seconds before the evidence for these proper-
ties is actually present. This “backward projection” will be seen to follow
from the character of the processor.

7.1  What Is Musical Perception?

Following the approach of Lerdahl and Jackendoff 1983a (henceforth
GTTM), the perception of music parallels the perception of language; it
involves the unconscious construction of abstract musical structures, of
which the events of the musical surface (the sequence of notes and chords)
are the only audible part. The abstract musical structures so constructed
are what account for one’s musical understanding—they are what make
hearing music more than just hearing a sequence of pitch events. A theory
of musical perception should therefore contain at least

1. an account of the abstract structures available to the listener,

2. an account of the principles available to the listener to assign
abstract structure to pieces of music,

3. an account of how the listener applies these principles in real time
to derive abstract structures for a piece as it is being heard, and

4. an account of the facilities in the mind for applying such principles.

The theory of music developed in GTTM is intended to serve as parts 1
and 2 of a theory of musical processing. The theory takes the form of a
grammar of tonal music: a set of principles that (1) define the abstract
structures of tonal music that are available to a listener experienced in the
tonal idiom, and (2) relate these structures to musical surfaces of pieces in
the idiom. To the extent possible given the state of development of the
theory, the principles are applied rigorously to a wide range of pieces in the
tonal idiom, both preexisting and newly constructed as experimental con-
trols. GTTM shows that these principles provide a formal account of many
aspects of musical understanding discussed in more traditional musical
analysis. (One class of the principles, the rules of grouping, has been
experimentally verified and refined by Deliege (1987); another, the prin-
ciples of time-span reduction, has been tested experimentally by Oura
(1991).) :
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An additional facet of this research is an attempt to divide the principles
of musical grammar into three factors. The first factor is the general sub-
strate of auditory processing, the sort of principles involved in what Breg-
man (1990) calls “auditory scene analysis.” Into this factor fall many of the
principles of grouping, some of the principles of metrical regularity, aspects
of the detection of polyphonic textures, and acoustic aspects of interval
tuning. The second factor consists of those principles that are specific to
music, but apply to any system of inputs perceived as musical. Into this
factor fall the general principles of metrical and tonal systems and of
reductions (see section 7.2). Finally, the third factor includes all those
principles (or parameters within principles) that are specific to a particular
musical idiom such as Western tonal music, for example the details of
Western tuning and tonality.

I take it that one of the eventual goals of research in musical cognition
ought to be to explain how a novice comes to be able to understand music.
By dividing the principles of musical cognition in this way, we can begin
to see what aspects of the unconscious principles for understanding music
actually have to be acquired by the novice. Presumably, only the factors
that differentiate one musical idiom from another have to be learned; the
rest can be assumed to be available as part of one’s innate psychological
makeup. (This parallels familiar arguments from linguistic theory concern-
ing the relation of linguistic universals to the problem of language acquisi-
tion; see Jackendoff 1987a, 86—90—or practically anything on language by
Chomsky.)

As stressed in GTTM, the grammar proposed there is intended as an
account of the experienced listener’s “final-state” understanding of pieces—
the structures that the listener can attain, given full familiarity with the
idiom and with the piece, and no limitations of short-term memory or
attention. In the case of large, complex pieces, such structures are probably
idealizations beyond what most listeners normally attain. Nevertheless they
are revealing of the potential to which the inquiring listener or analyst may
aspire; they differ from structures of less complex pieces only in degree of
embedding and ambiguity, not in their fundamental construction.

A theory of musical perception based on the GTTM theory therefore
must show how the principles of the listener’s internalized musical grammar
can be deployed in real time to build musical representations. In particular,
it must show that the rules used for idealized “final-state” analyses can
actually be used to account for listeners’ experience of pieces. The next few
sections will work out some aspects of such a processing model.

One could indeed go further and ask how these structures, principles, and
facilities are instantiated neurologically in the brain. But since the issue of
neural instantiation is beyond the range of speculation in almost every
other cognitive domain, it would clearly be premature to attempt to deal
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Figure 7.2

with it in the case of music. We will therefore be content with a “function-
alist” approach in terms of computations over systems of symbols, bearing
in mind the hypothesis that these symbol systems and computations are in
some way homologous to brain organization and brain events.!

7.2 Assumptions about Musical Structure

For present purposes, we can assume that the following aspects of musical
structure are essential to musical understanding (see GTTM for justification):

1. a grouping structure that partitions a piece into motives, phrases,
and sections, arranged hierarchicallys-

2. a metrical structure that associates a piece with a hierarchical grid of
strong and weak beats; '
3. some sort of reductional structure that marks events of a piece in a
hierarchy of relative importance, such that some are relatively “struc-
tural” and some are relatively “ornamental.”

To illustrate these structures, consider the beginning of the Woody
Guthrie song “This Land Is Your Land,” shown in figure 7.1. The grouping
structure of this melody arranges it into four parallel segments, which in turn
pair up into two larger segments, as shown by the bracketing beneath the
music in figure 7.2. This bracketing is psychologically real, as can be seen
from the difficulty one encounters in trying to deliberately hear the music
with alternative bracketings such as those in figure 7.3.

The metrical structure of this melody is reflected in the musical notation:
it is written in 4/4 time, which means that the first beat of each measure is
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metrically strong, the third beat is of intermediate strength, and the second
and fourth beats are metrically weak. Moreover, the melody has a three-
note anacrusis (or upbeat), so that the fourth note of the piece receives the
first strong beat. Again, this organization is psychologically real: it is
virtually impossible to hear this same sequence of notes with other metrical
organizations such as those notated in figure 7.4.

The reductional structure of the piece is illustrated in figure 7.5. The idea
is that it is possible to strip the melody down step by step to its essential
structural parts. At each step, relatively ornamental notes are removed, and
the result is a melodic contour that both is a coherent melody and also
recognizably resembles the previous step. Line 4 in figure 7.5 is the original
melody. Line b strips it down to a simpler melody consisting only of half
notes; yet if one hums the original melody while hearing line b, one can
hear the similarity. Line ¢ simplifies the melody further, to the point where
one can see it as an elaboration of the four-note figure C—~B—A~B. In tumn,
line 4 shows that the entire melody can be conceived of basically as a fancy
way of getting from the initial “structural” note C to the final “structural”
note B.

Since the pioneering work of Schenker (1935), reductional notions of
some sort have been an important aspect of contemporary musical analysis.
GTTM proposes two independent reductional structures: fime-span reduc-
tion, which encodes the importance of events relative to the rhythmic
framework provided by grouping and metrical structure, and prolongational



130 . Chapter 7

Al ST S :
b I_Lj’; it I —T I it|
1= T 71 ) I S 17 T Tl
o ] T T T T i

E A“;j* T |
— 1)
Figure 7.5 i

reduction, which encodes the importance of events in defining domains of
tension and relaxation that cut across the rhythmic framework.

In any theory of reduction, the sense of tonality, of “being in a key,”
plays a crucial role. The reason for this is that a pitch-event’s reductional
importance is determined primarily by its rhythmic position and its relative
“consonance,” where consonance is defined by the principles of tonality for
the idiom. Different tonal contexts (i.e. different keys) may determine
different relative consonance of two pitch-events, resulting in different
relative structural importance. For example, the sequence of an Ap major
triad followed by a Dp major triad is heard as I-IV in Ap major but as V-1
in Dp major. Other things being equal, a I chord is more consonant relative
to the tonality, hence more important in the reductional structure. Hence
the Ap triad is primary on one hearing and the D on the other. In short,
a prerequisite to deriving a reductional structure in real time is deriving a
sense of tonality. In turn, of course, the tonality must be perceptually
determined from the musical surface (the presented sequence of notes).

7.3 A Sample Analysis

To appreciate the intricacies that must be ascribed to a processing model in
order to account for even a relatively straightforward piece, let us work
through an example, asking how a listener might assign structure to the
beginning of a piece as it is heard. The piece we will examine is “Ich bin’s,
ich sollte biissen” from Bach’s St. Matthew Passion, the beginning of which
is given in figure 7.6. (A full analysis of this piece in GTTM terms appears
in Lerdahl and Jackendoff 1983b.)
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What the listener hears, of course, is the sequence of pitches with
durations; that is, the notated key signature, time signature, bar lines, and
beams play no role in the musical surface.

For the moment, I will make two idealizations. First, I will assume,
somewhat counterfactually, that the musical surface is presented without
any surface accents that would bias interpretations of meter. Such an
idealization is probably realized only in computer-generated performances
and perhaps performances on the harpsichord or organ, but it is useful for
purposes of exposition.

Second, 1 will assume that, although familiar with the principles of tonal
music, the listener is hearing this piece in isolation (i.e. not in the context
of the St. Matthew Passion) and has never heard it before, so that processing
cannot rely at all on contextual expectations or memory of the piece. Thus
the listener’s task is taken to be comparable to that faced by a speaker of
English who has to understand a sentence never heard before; we can think
of it as a task of “musical parsing.”

Section 7.6 will discuss what might be different when we return to the
more realistic case of listening to an accentually inflected performance and
to a piece that is to some degree familiar. I will suggest that these additional
factors do not materially change the way in which musical parsing takes

lace.
P After hearing just the first event (figure 7.7), the listener has very little
information, except that this event is the beginning of a group (or phrase),
that it falls on some metrical beat, and that the piece is likely to be in a key
whose diatonic collection includes C, Ap, and Ep.
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Adding the second event (figure 7.8) provides more substantial informa-
tion. At least three questions must be asked immediately by the listener (not
consciously, of course; a better locution would be “by the listener’s uncon-
scious musical parser,” as will be seen mare clearly in the next section).

1. What is the relative metrical weight of the two events? Using the
GTTM notation, the three possibilities are given in figure 7.9. In this
notation, an event with more dots under it is considered metrically stronger
(a strong beat). Hence the first event is stronger in figure 7.9a, and the
second in figure 7.9b; alternatively, the two events may be metrically equal,
as shown in figure 7.9c.

2. What key are we in? The pitches so far are consistent with the
pitch-collections of at least-Ab major, Dp major, and, much less plausibly,
those of their relative minors.”

3. Is the first event structurally stronger than the second, or is it weaker
—that is, which of these events is more structurally important and which
relatively ornamental? We can represent this choice by using the GTTM
notation for time-span reductions, which encodes relative structural impor-
tance as a tree structure. The two possibilities appear in figure 7.10. In figure
7.10a, the branch associated with the second event terminates on the branch
associated with the first, so the first event is structurally more important
and the second relatively ornamental. This analysis suggests a I-IV pro-
gression in Ap. In figure 7.10b the roles of the two events are reversed,
suggesting a [-V progression in Dp.

Given just these two events, the answers to all three of these questions
are indeterminate. One can hear the initial event as a downbeat or as an
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anacrusis to the second event. One can hear the key as Ab or Dp. Linked
with the key, one can hear the harmonic progression in either of the ways
suggested in figure 7.10. However, the second possibility is undermined to
some degree by the voice-leading of the soprano: as a V~I progression it
would have an unresolved leading tone. The VI interpretation becomes
much more salient if the voice-leading is changed to the configuration in
figure 7.11. In other words, grammatical principles of voice-leading have an
effect on judgment of tonality (see the discussion in Butler 1989 for experi-
ments with similar effects).

To show that the meter and key are at this point indeterminate, we can
invent alternative continuations of figure 7.8 that present different possibili-
ties than Bach's. Figure 7.12 presents one in which the first event is heard
as a downbeat rather than as an anacrusis (that is, with the metrical structure



134  Chapter 7

|

1,

m (]t

B ﬂ B

th_

il

.

bd o

.

3=
- T

Figure 7.15

shown in figure 7.9a), and in which the key is heard as D instead of Ap.
We can also construct a continuation in which the first two events are
metrically equal, as in figure 7.9¢c. Within the constraints imposed by the
principles of metrical structure, this can occur only if th? two events
constitute a two-beat anacrusis in a triple meter. Figure 7.13 illustrates one
h possibility.
Su(;\lcfw consici’er what happens when the listener hears the third event of
the piece, just an eighth-note C in the bass (figure 7.14). This event must
be associated with a beat of metrical structure; the ratios of durations
indicate that a smaller-scale layer of beats must be introduced. There are
two possibilities: the third event could be on a stronger beat than the first
and second beats, or the third event could be weaker (figure 7.15). The
structure shown in figure 7.15a implies that the first two events are ssynco-
pated, a highly unlikely possibility at the beginning of a piece.* The
structure shown in figure 7.15b places the third event on the smaller-scale
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level of beats; this structure is strongly favored by intuition (and by the
rules of metrical structure, including Metrical Preference Rules 2, 3,5, and
6 of GTTM;* corresponding principles are suggested by Longuet-Higgins
(1987)). In turn, the fact that the second beat of the quarter-note level is
divided into two events favors interpreting the first event of the piece as a
stronger beat (Metrical Preference Rule 5).

The third event can be assumed to be structurally subordinate to the
preceding event, because of the dissonance between the bass (C) and the
tenor (Dp). However, the overall key of the piece is still indeterminate, as
can be seen from figure 7.12, which is identical to figure 7.6 up to and
beyond this event.

Even after the fourth and fifth events arrive, the metrical structure is still
highly indeterminate. Figure 7.16 gives five possibilities: (a) the first event
is the strong beat in a duple meter; (b) the first event is the weak beat in a
duple meter; (c) the first event is the strong beat in a triple meter; (d) the
first event is the second weak beat in a triple meter; (e) the first event is the
first weak beat in a triple meter. All of these possibilities can be realized
with fairly plausible music. Consider figure 7.17, in which the dashed bar
lines indicate the point up to which the passages are identical. Structure 16a
is the most likely interpretation of figure 7.17a; structure 16b is of course
Bach’s choice (figures 7.6 and 7.17b); structure 16¢ is the most likely
interpretation of figure 7.17¢; structure 16d is most likely for figure 7.17d
(whose musical surface is moreover identical to figure 7.17a except that the
final event probably receives less stress); structure 16e appears in figure
7.17e. Of these five, only the last is relatively hard to hear.

The metrical uncertainty can even be continued a few events further into
the piece. Figure 7.18 is identical to the musical surface of the Bach chorale
up to the dashed bar line, at the eighth event of the piece.

What finally settles the meter in the Bach chorale is a combination of
factors that have accumulated up to this point:
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1. the dotted quarter note Ap in the bass should begin on a strong
beat (Metrical Preference Rules 5 and 6); .
2. the suspension in the soprano and alto in measure 2 should begin
on a strong beat (Metrical Preference Rule 8);°

3. the long soprano D} in measure 2 should begin on a strong beat
(Metrical Preference Rule 5).

These factors determine that strong beats should fall two beats apart,
requiring a duple meter. Projecting backward through the piece to the
beginning, the first strong beat must fall on the second e\'/ent. By contrast,
in figure 7.18 the suspension and long soprano Db are displaced one beat
to the right. This forces a distance of three beats betwec?n strong beats,
hence a triple meter. Projecting this meter backward results in the first event
lling on a strong beat.
f fot considergthe tonality (or key) of the piece. This cannot be det‘er-
mined with certainty without taking into account complex factors. Lc?okmg
again at figure 7.12, the pitch collection (or total set of presented pitches)
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in the first measure would strongly bias the listener toward an interpreta-
tion of Ap major. However, the cadence in the second measure fixes the
key as Dp and forces the G natural in the first measure to be heard in
retrospect as a chromatic alteration. (Section 7.7 will discuss what I mean
by “in retrospect.”) In the actual Bach chorale, the tonality is fixed by
the continuing consistency of the presented pitch collection with com-
pletely diatonic Ap major, and by the full cadence in Ab at the end of the
phrase.® '

This exercise of analyzing the information available to the listener at any
point in time, though exhausting, has hardly been exhaustive. And I have
dealt only with the briefest portion of a relatively simple piece, for which
the listener has no sense of any processing complexity. What is the point
of going through all this trouble? We will now examine the implications of
this exercise for a theory of musical parsing.

7.4 Three Models of Parsing

Section 7.1 claimed that the processing of a piece of music as it is heard
amounts essentially to deriving the abstract structure of the piece in real
time. We have just seen that one of the fundamental problems facing the
processor is the indeterminacy of the analysis at many points—an indeter-
minacy that sometimes cannot be resolved until considerably later in the
music. I will propose three models of increasing complexity that attempt to
do justice to these observations.

The first model might be called a serial single-choice parser. Such a proces-
sor computes only one analysis at a time for a piece. Confronted with a
potential indeterminacy among multiple analyses, it chooses the most likely
alternative as the one to continue with. If what is chosen at one point as
the most likely analysis proves later on not to be viable, the parser must
back up to the choice point, choose the next most likely possibility, and
pursue that as far as possible. If the parser can reach the end of the piece,
the resulting analysis is selected as the correct one. This basic mode of
operation is a feature of one popular breed of linguistic parser (for example
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the augmented transition network (ATN) parser described in Wanner and
Maratsos 1978), so it is worth considering for music parsing as well.

There are at least two serious problems with this model. The first is in
deciding which of a set of alternative analyses should be tried. In order to
choose among alternative possibilities, all of them must first be formulated.
Consider, for instance, the point after the second event of the Bach chorale
(figure 7.8), where the parser must decide which single metrical structure to
pursue. Should it assign the second event a metrical weight greatér than,
less than, or equal to that of the first event? In order to make this decision
on other than an arbitrary basis, all three alternatives must be formulated
and tested on the evidence of the music up to this point. Similar choices
with respect to both meter and key arise at every point in the music up to
at least the fifth and possibly even the eighth event. Therefore, at each of
these points, the parser must have access to the available choices and their
relative likelihood, in order to be able to decide which single analysis it will
try first. Thus there is a basic logical difficulty in the conception of this
processing model: in order to compute only the single most likely analysis,
it must first compute at least fragments of all possible analyses.

A second difficulty with this model has to do with the way it putatively
recovers from incorrect analyses. If at some point it is forced to backtrack,
it must pass through and reanalyze all the music between the choice point
and the most recent event, while at the same time new events are occurring
inexorably as the piece goes on. Given the amount of indeterminacy we
have seen in a very short passage, one would expect that this sort of parser
would spend a great deal of its time backtracking. For example, in the Bach
chorale, it would likely begin by trying a downbeat-first analysis after the
second event, since, according to the musical grammar, this structure is
inherently most stable (Metrical Preference Rule 2; see note 4). After the
fourth event it would probably choose a duple meter (Metrical Preference
Rule 10),” resulting in the structure in figure 7.17a. But this possibility
would be disconfirmed three events later by the Ap in the bass continuing
beneath the eighth notes. It would then go back to the fourth event and try
a triple meter, as in the structure in figure 7.17c; this would be disconfirmed
by the suspension in the soprano and alto five events later (Metrical
Preference Rule 8; see note 5). Having tried successively the two possibili-
ties with an initial downbeat, it would erase everything it had done and
backtrack again to the second event, assigning it a strong beat this time. At
the fifth event a decision would have to be made between a strong beat
(implying duple meter) and a weak beat (triple meter). We can suppose that
it would choose the duple meter (Metrical Preference Rule 10) and finally
come up with the correct analysis. However, if the input were figure 7.17¢

instead of figure 7.17b, it would have to backtrack once more before hitting
on the correct meter.
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In order for the parser to accomplish all this backtracking in real time
without a sense of effort or loss of information, one must attribute to it
considerable speed in comparison to the speed of the music. The parser will
often have to perform many analyses one after another, fast enough to keep
up with the flow of the musical surface in real time. In the present example,
all the backtracking must be done after the eighth event of the music has
been heard, and while successive events are still being taken in. In short, the
processing load imposed by the music must be borne by increasing speed
of the parser.

Let us next consider what might be called a serial indeterministic model.
The basic characteristic of this model, like the previous model, is that it
computes only a single analysis at a time for a piece. However, when
confronted with an indeterminacy, it does not make a commitment as the
previous model does; rather, it bides its time and collects evidence, without
making a decision until such time as a unique analysis can be settled on. The
idea behind this sort of parser appears in linguistic parsers such as those
developed by Marcus (1980)® and Frazier and Fodor (1978). Such parsers
compute preliminary analyses of local parts of a sentence but do not
connect them up into a global analysis until a single correct structure can
be determined for the whole.

This sort of parser avoids the onerous backtracking of the serial single-
choice model. But it does not escape the basic logical difficulty. In order to
decide when it is appropriate to commit itself to an analysis, the parser must
have available to it all the candidate analyses among which it could decide,
plus an evaluation of the evidence that would decide among them. So, for
example, in the Bach chorale, we have seen that the metrical structure
cannot be settled for certain until the resolution of the suspension in the
second measure. However, it is precisely the defining characteristic of such
a parser that it does not have the analyses available: it has put off any
analysis until it can make a decision.

It is only wishful thinking to assume that the correct analysis can some-
how miraculously “emerge” when enough evidence has accumulated. If we
want to explain the principles by which the correct analysis is developed,
in information-processing terms, it is necessary to have the parser formulate
candidate analyses from which the correct one can be selected. Otherwise
we are claiming that the mind does it in essence by magic—that is, we deny
rational explanation.

A second problem with this sort of parser is that it makes the wrong sort
of prediction -about musical experience; it suggests that up to the eighth
event-of the Bach chorale we should have no experience of metrical struc-
ture at all, since none has been adopted by the parser. But this is patently
wrong: we clearly have metrical intuitions long before the definitive evi-
dence arrives,
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As long as both serial models have entailed the computation of multiple
analyses, we might as well bite the bullet and propose a parallel multiple-
analysis model, in the spirit of Dennett's (1991) “multiple drafts” theory of
cognition. The idea behind this model is that when the parser encounters a
choice point among competing analyses, processing splits into simultane-
ous branches, each computing an analysis for one of the possibilities. When
a particular branch drops below some threshold of plausibility, it i aban-
doned. Whatever branches remain at the end of the piece then contain
viable structures for the piece as a whole. Language parsers with this
organization are discussed by Bever, Garrett, and Hurtig (1973), Hickok
(1991), and Berwick and Weinberg (1984) (though the last authors do not
end up endorsing such a model).

In the Bach chorale, such a parser would develop three concurrent
metrical analyses after the second event is heard, corresponding to the three
possible distinctions in metrical weight shown in figure 7.9. After the fourth
event, two of these analyses would branch further; hence five analyses
would be active at once, corresponding to the five structures in figure 7.16.
As observed in the previous section, the long Ab in the bass is inconsistent
with three of these (16a,d,e), so the parser will abandon them when the
Ab is heard. Of the remaining two, only 16b puts the suspension on a
strong beat, so 16¢ will be abandoned upon resolution of the suspension,
leaving only one viable metrical structure. In short, this parser proceeds
more or less in the same manner as our informal analysis in the previous
section.

A parser of this sort overcomes the logical problem of the other two:
alternative hypotheses are always formulated and available to be compared
with one another. It also overcomes the problem of backtracking in the
serial single-choice model. In the parallel model, increased complexity in the
music requires increased numbers of analyses proceeding in parallel; hence
processing load demands not more speed but more space. It is hard to
evaluate this trade-off, as we know little about space limitations in the brain.
However, the speed required for backtracking in the serial model does seem
implausible.

One important difficulty in developing a parallel multiple-analysis model
lies essentially in data management: how many hypotheses can the proces-
sor entertain at once, and how long does it let a “wrong” hypothesis
continue before abandoning it? If this model is on the right track (and,
inasmuch as the other models prove not to be even logically coherent, this
is our only candidate at the moment), these questions should be susceptible
to experimental techniques such as memory load tasks and priming tasks.
Not being an experimentalist, I do not intend to address them here, except
to point out that the complexity of the Bach analysis puts a surprisingly
large lower bound on the number of hypotheses the parser must be able to
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entertain at once without appreciable stress. Fred Lerdahl has suggested
(personal communication) that cadenced group boundaries are points where
less stable analyses are “pruned,” a hypothesis that should be experimen-
tally testable.

Another difficulty with the parallel model as stated so far lies in its
prediction about musical experience. If indeed five analyses are being
pursued simultaneously after five events of the chorale, why don't we
experience all five at once? Such a prediction is clearly at odds with
intuition. Rather, as in other cognitive domains, it is generally the case that .
we perceive only one interpretation at a time. This observation lies behind
the appeal of the single-analysis models of musical processing. However, it
is not inconsistent with a parallel model either, given the proper interpreta-
tion of the phenomenology. It is true that we are conscious of only one
analysis at a time, or that we can atfend fo only one analysis at a time.
But this leaves open the possibility that other analyses are present uncon-
sciously, inaccessible to attention. This is the position I will adopt.

To flesh this position out slightly, I propose that the processor contains
a selection function, a device that continuously evaluates the currently active
analyses for relative plausibility and designates one of them as the currently
most salient. This selected analysis will be the single one that appears in
awareness as the structure of the music at this point. With the addition of
the selection function, a parallel model can be made more compatible with
the basic intuitions of musical experience.’

However, the addition of a selection function still does not completely
solve the problem of musical experience. How can it be that, although the
parser cannot determine the meter and key of the chorale until the eighth
event, we seem to hear the meter and key immediately? This would appear
to be a temporal anomaly: we seem to have an experience of meter and key
about three seconds before our brain has the information that can determine
them. :

This situation is reminiscent of the temporal anomalies of the “color phi
phenomenon” and the “cutaneous rabbit” discussed by Dennett (1991) and
Dennett and Kinsbourne (1992), in which visual and tactile experiences
apparently precede the stimulation that could give rise to them. Dennett
and Kinsbourne’s analysis of these phenomena is apt here: it is crucial to
distinguish between the experienced time of a percept and the time at which a
percept is computed. They argue that the temporal organization of percepts
is as much a product of mental representation as their spatial organization
and therefore that, within certain temporal limits, it is possible to compute
properties of the represented sequence of events in a different temporal
order than they are represented as taking place. It is as though our experi-
ence has a window of “perceptual present” that views a moving belt of
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ordered events, and the brain can arrange and rearrange elements within
this window in any order before they move off into the “past.”

In the musical case, this approach allows us to explain the “retrospective”
perception of meter and key. After the eighth event of the Bach chorale, the
selection function can choose a single analysis. But since this analysis
contains a meter and a key all the way from the first to the eighth event,
and since all eight events are (evidently) within the temporal window of
“perceptual present,” we experience this structure as having' been “the”
structure of the music all along.

Returning to the comparison of the parallel model with the serial models,
it may seem at first blush as if the parallel model invokes a great deal of
objectionable machinery. However, more careful consideration suggests
that all the information it uses is used in a similar way in the serial models.
Each model uses the rules of musical grammar to generate possible analyses,
and each model must use exactly the same evidence in the music and
exactly the same criteria from the grammar to decide which of the possible
analyses is the most plausible one.

The only major difference between the parallel model and the serial ones
is in how they decide among competing analyses. In the serial single-choice
model, the decision is made before exploring the implications of each
possibility—on a hunch, as it were. In the serial indeterministic model, the
decision is made before committing to any analysis in particular (a notion
that proves computationally incoherent). In the parallel model, the selection
function chooses among analyses as they are being derived. In fact, the
parallel model is in a sense the simplest of the three in this respect: the
problem never arises of deciding when to commit to a particular analysis,
or when to give up on a particular analysis and backtrack, or which analysis
to backtrack to. Rather, all analyses are undertaken, and they are abandoned
independently of each other, leaving the field to whatever analyses remain
active.

We will next discuss some psycholinguistic evidence that a parallel
model is necessary for the language processor as well. This will bolster the
plausibility of the parallel model for musical processing.

7.5  Evidence for a Parallel Multiple-Analysis Model of Language Processing

Consider the problem of how a listener accesses words in memory as they
are heard. The problem for word access is in many respects similar to that
of musical perception: many words have multiple meanings, yet the listener
must select the correct meaning for the context of the sentence in which
the word occurs. This selection goes on without any conscious effort, and
in fact people do not usually even notice that alternative meanings are
possible.

Musical Parsing and Musical Affect 143

A widely cited program of experimental research in psycholinguistics
(Swinney 1979, 1982; Tanenhaus, Leiman, and Seidenberg 1979) has shown
that, for a brief time after a word is heard in a spoken sentence, all of its
meanings are active, regardless of preceding semantic and syntactic context.
In a typical experiment of this sort reported by Onifer and Swinney (1981),
the subjects heard either sentence (1a) or sentence (Ib).

(1) a. All the cash that was kept in the safe at the bank [1] was [2]
stolen last [3] week when two masked men broke in.
b. A large piece of driftwood that had been washed up onto the
bank [1] by the [2] last storm stood [3] as a reminder of how
high the water had actually risen.

While auditory presentation of the sentence continued uninterrupted, the
subjects were presented with a lexical decision task: they saw a sequence of
letters such as MONEY, STUDY, RIVER, TWELVE, or a nonsense syllable
flash on a screen, and were asked to decide whether it was a word or not.
(The subjects in general had no idea that there was any relation between
the tasks of listening to the sentences and responding to the visually
presented sequences.)

The interest of the experiment lies in the way the word bank primed
(sped up recognition of) certain of the presented sequences. With the letter
sequences STUDY, TWELVE, and the nonsense syllable it had no effect.
When the lexical decision task was presented at point 3 in the examples,
the sequence MONEY was primed in sentence (1a) and the sequence RIVER
was primed in sentence (Ib), as would be expected from the semantic
relation between these sequences and the meaning of the word bank appro-
priate to the example. However, when the lexical decision task was pre--
sented closer in time to the actual occurrence of the word bank, at points I
or 2 in the examples, both MONEY and RIVER were primed in both
examples. That is, even though only the financial sense of bank is appropri-
ate in (1a) and only the topographical sense in (Ib), the priming results show
that shortly after the word is heard, both senses are unconsciously accessed
by the listener. '

The hypothesis suggested by these results is that the language processor
must access all senses of a word in order to determine which is appropriate
to the context. In fact, just as with the musical parser, it makes little sense
to claim that the correct meaning will somehow emerge without a choice
being available. On the other hand, in the time it takes to utter a few more
syllables, that is, by point 3 in the examples, the processor has been able to
choose a contextually correct sense and abandon the other, so only the
correct sense primes any more.

One further complication in the story. The examples above place the
word bank in a context where the preceding part of the sentence determines
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the appropriate sense; even so, both senses are accessed. What happens
when the context of the sentence does not determine which meaning is to
be chosen? Sentence (2) would be such an example.

(2) We went down to the bank to meet some friends we hadn’t seen for
a while.

In this case, priming by both senses of bank continues a bit longi:er in the
sentence than it does in (1); but at some point priming eventually tomes to
be restricted to a single sense, usually the more common one (Hudson and
Tanenhaus 1984). Thus the language processor evidently finds it necessary
to choose a single interpretation as “the” interpretation, even when the
contextual evidence does not warrant a choice.

The relevance of these experiments for a theory of music parsing should
be clear. The previous section claimed that the most plausible model for
music processing is one that develops all possible analyses for a piece as it
is heard, then abandons analyses as they became disconfirmed by suc-
ceeding evidence. These experiments show that something similar, and
perhaps even more extreme, goes on in language processing: each word of
a heard sentence is assigned all possible analyses, and then the processor
culls out those that are disconfirmed by surrounding (preceding and follow-
ing) context; but the listener is unaware of any of these meanings other than
the one eventually chosen as appropriate for the context. Insofar as such a
model is experimentally supported in the case of language, it lends stronger
plausibility to the claim that the brain solves the problem of parsing musical
structure in a similar fashion.

A second line of evidence from language is even simpler to describe.
Sentence (3) is a case of a “garden path” sentence (so called because the
listener is seduced or “led down the garden path” into an incorrect analysis;
see Marcus 1980 for discussion).

(3) The horse raced past the barn fell.

Many speakers of English find this sentence unintelligible until it is pointed
out to them that it is a reduced form of (4a): it is related to (4a) in exactly
the way that (4b) is related to (4c).

(4) a. The horse that was raced past the barn fell.
b. The picture painted by Bill was beautiful.
c. The picture that was painted by Bill was beautiful.

Evidently, what goes wrong in (3) is that the listener interprets raced as the
main verb of the sentence because of its contextual plausibility, and is then
unable to reanalyze it as a past participle when the real main verb fell is
heard. (4a) does not present this difficulty, because the intervening words
that was explicitly mark raced as a past participle; hence the listener knows
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the main verb is yet to come. (4b) also does not raise this difficulty, because
in the context it is much less likely for painted to be interpreted as a main
verb: horses race, but pictures don'’t paint.

This well-known example is frequently cited as a demonstration that
the language parser settles on a single interpretation for an utterance long
before the utterance is complete, and that if this single interpretation is
disconfirmed, the parser finds it difficult or impossible to “backtrack” for an
alternative. What is not usually asked, though, is at what point the parser
has abandoned alternative lines of analysis. The sentences in (5) bear on this
question. '

(5) a. The horse led a long way down the road fell.
b. The horse led a long line of wagons down the road.

Neither of these has the phenomenological shock value of (3), yet the
proper interpretation of the word led cannot be determined until the choice
between way and line has been evaluated, three syllables later. This suggests
that, for at least this long, multiple readings are under consideration in these
examples, and the subsequent context can be used to choose one and
abandon the other.

This case is analogous to that encountered in the Bach chorale: there,
metrical evidence is inconclusive at the beginning, yet no sense of surprise
ensues when the necessary evidence arrives. In both cases, we have con-
cluded that alternative analyses are simultaneously available to the parser,
and that a selection function evaluates the relative viability of the alterna-
tives. Moreover, we have seen in the cases of (2) and (3) that the selection
function for language does not wait forever to make its decision; after a
while, if the evidence does not decide between analyses, it chooses one over
the other on the basis of frequency or plausibility or structural simplicity—
whatever extracontextual factors may be at its disposal.

As a further point of similarity, Bever, Garrett, and Hurtig (1973) and
Hickok (1991) give experimental evidence that the language parser com-
putes multiple syntactic analyses in parallel. In particular, Bever, Garrett,
and Hurtig argue that the clause boundary is the point at which all but the
most salient analysis are discarded. This parallels Lerdahl's suggestion,
mentioned in the previous section, that cadenced group boundaries are
points where the musical parser takes stock and eliminates implausible
analyses. (Further discussion of this model of language processing appears
in Jackendoff 1987a, chapters 6, 11, and 12.)

7.6 * Toward a More Realistic Model

The model of musical parsing discussed so far has proceeded under two
idealizations of the task: (1) that the musical signal is presented bereft of
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accentuation that would help determine the meter, and (2) that the piece
presented is not familiar to the listener, so that musical memory cannot help
determine the structure. I now want to ask briefly how much the story
changes if these idealizations are removed.

Consider the issue of accentuation. Is our account of processing unrealis-
tic because accents that mark strong beats have been ignored? Couldn't
meter be determined more straightforwardly by attending to accents in the
musical surface? Two kinds of evidence converge on the conclusion that
such a story is too simple.

First, we can function quite well in the absence of accentual cues. Perfor-
mances on the organ and harpsichord lack distinctions of attack and dy-
namics, for example. Much worse musically are those primitive computer-
synthesized performances that wipe out all “microstructural” distinctions of
note length and timing between attacks. Although we may experience the
latter as mechanical and unmusical, we do not encounter any conscious
difficulty in determining their meter. This suggests that accentual cues are
not essential to the process of determining meter. And when they are
absent, the information available for determining meter must be essentially
as described in the previous sections.

Are we to assume that the machinery that makes use of nonaccentual
cues is held in reserve just in case accents are not present? A more reason-
able assumption, consistent with perceptual processes in general, is that this
machinery is always operating, interacting with the detection of accents. If
so, our account has not complicated the process by idealizing the input—it
has simplified it.

A second reason the parser cannot just use accentual cues as a shortcut
is that it would be misled by any passage in the musical surface that had
accents on weak beats. In order to function properly in such situations, the
parser must rely on independent principles of metrical organization that
can function in perceptual rivalry with accentuation, for example patterns
of articulation, harmonic rhythm, and above all (in the eighteenth- and
nineteenth-century idiom) the assumption that metrical regularity persists
throughout a piece. Of course, insistent cross-accentuation can throw the
listener’s sense of meter off, but this is an extreme case.

We see therefore that accentuation is neither a necessary nor a sufficient
condition for a metrical strong beat. In the GTTM theory, this situation is
described by making accentuation just one of a number of interacting
criteria that collectively determine metrical structure.!® (Section 4.2 of

GTTM shows this interaction, demonstrating the complete parity between

accentuation and these other factors.)

The upshot in terms of the parser is this: The parser cannot use accentua-
tion as a shortcut for determining metrical strength of a beat. Rather, the
most that can happen is that an accent will change the relative stability of

Musical Parsing and-Musical Affect 147

parallel analyses, placing relatxvely more weight on analyses in which the
accent falls an a strong beat. Otherwise, the logic of the parser is un-
changed. In short, our idealization is justified, and our model is easily
augmented to include distinctions of accent.

Turning to the second idealization, what difference does it make to the
parser if we factor in the listener’s familiarity with the piece? Notice, of |
course, that the parser has to be prepared to deal with novel pieces, so our
idealization is a special case of the more general situation. This means that
all the machinery we have posited for the novel case must be present and
available when listening to a familiar piece as well. How much is it used?

It is conceivable that memory of a piece completely supplants the opera-
tion of the parser—that it enables the listener to infer the correct structure
immediately, without the parser having to follow along concurrent blind
alleys. If this were true, one could conceive of the parser as essentially
switching off for a familiar piece.

However, consider that in hearing a familiar piece, one must verify
(unconsciously, perhaps) that one is indeed hearing the piece stored in
long-term memory. The musical surface being presented might diverge at
any instant from what is remembered, and the attentive listener would
notice the difference immediately. In order to make this comparison, the
processor has to be actively comparing the presented surface to the recalled
structure.

For a more complex case, consider listening to a piece that is not
altogether identical to a remembered piece—say a variation on a known
theme or a new arrangement of a popular song. Here the musical surfaces
may differ considerably; even the meter and mode of the variation may
differ from those of the theme. In order to recognize the relation between
the heard piece and the remembered one, then, the processor must be
comparing not just musical surfaces but the abstract structures of the two
pieces, in particular the reductions. This means that perception must invoke
the parsing process, deriving all the musical structure for the input, comput-
ing structures that can be compared with the remembered ones. Hence it is
performing essentially the same computations whether listening to a totally
novel piece or to a variation on a known one.

Why, then, should the parser switch off just in the single case when the
piece being heard is altogether familiar? Such a hypothesis actually makes
the processor more complex rather than less, since it has to decide when a
piece is familiar enough to switch off the part of perception concerned with
parsing. It seems reasonable, therefore, to suppose that the parser is fully
active even when musical memory is engaged, and that all structures of the
piece, including erroneous analyses, are computed in essentially the manner
described above. In other words, our second idealization does not in any
substantial way distort the theory of the processor.
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Notice that language processing is subject to similar conditions. Consider
again the “garden path” sentence The horse raced past the barn fell. Even after
one has had the sentence explained—and even after many years of acquain-
tance with it—it still sounds odd, considerably worse than The horse that
was raced past the barn fell. Evidently, memory for the proper structure of
the sentence does not entirely prevent one’s language parser from uncon-
sciously constructing an erroneous structure, although memory may miti-
gate one’s sense of shock. !

More generally, the idea is that the music processor, like the language
and visual processors, is a module in the sense of Fodor 1983. As such, it is
“informationally encapsulated” from long-term memory of pieces: it has
only the rules of musical grammar at its disposal to develop an analysis.
Moreover, its operation is obligatory: in response to any plausibly musical
signal, it tries its best to develop a musical structure. (This point is sug-
gested also by Bharucha (1987).)

7.7 Implications and Realizations in the Processor

An intuition shared by many people (musicians and nonmusicians alike) is
that understanding or appreciating music has something to do with expec-
tation. To put this intuition very roughly, each fragment of music, as it is
heard, builds in the listener expectations of what is to come. Either these
expectations are fulfilled by the succeeding music, with an accompanying
positive affect or satisfaction in the listener, or else they are not fulfilled,
with an accompanying negative affect such as surprise or disappointment.

This intuition becomes more fully fleshed out in the “implication-
realization” approach of Leonard Meyer (1956, 1967a, 1967b, 1973) and
Eugene Narmour (1977), developed as a theory of melody. (Experimental
work based on this theory includes Rosner and Meyer 1986 and Schmuckler
1989.) Its basic premise is that particular melodic elements set up expecta-
tions or implications (Meyer changes from the former term to the latter
over the years) about the melody’s completion. For instance, a melodic leap,
or gap, near the beginning of a phrase implies that it will be filled in
stepwise in the course of the phrase. An upward stepwise progression
implies an eventual continuation up to the tonic (or dominant, whichever
is closer); a downward stepwise progression implies continuation down to
the tonic (or dominant). Similarly, an upward arpeggiation of a chord
implies an eventual arpeggiated continuation upward to the tonic {or domi-
nant), and likewise for a downward arpeggiation. Meyer shows that such
“musical implications” are not just superficial associations to past experience
but rather the product of musical cognition—the construction of abstract
musical structures by the listener on the basis of a multitude of internalized
principles of musical form.
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A difficulty with this theory from the point of view of GTTM is that it
does not provide a rich enough treatment of the final outcome of musical
processing, that is, what there is for fragments of music to imply. Howewver,
the basic insights of the Meyer-Narmour approach can be applied to the
more complex and abstract musical structures posited in GTTM.

The theory of musical parsing sketched in sections 7.3 and 7.4 makes
possible an explicit notion of musical expectation or implication, or what
might be called prospective hearing. The theory claims that the parser uses
the principles of musical grammar to assign multiple possible analyses to
the fragment of music heard thus far. Among these principles, there are
many that can project structure for parts of the music that have not yet been
heard. For example, one of the principles of grouping!* creates a preference
for symmetrical organization. When a single group is heard, th}s principle
leads the processor to create a potential structure in which this group is
balanced by a second group of the same length—that is, there is an
“expectation” that the music will continue in a way that fills in a symmetri-
cal structure. Similarly, the strong preference for a constant meter!? projects
the existing metrical structure beyond the portion of the musical surface
that has already been heard; and the principles of cadences'? project closed
harmonic patterns at the (projected) ends of phrases. Notice that these rules
need not anticipate exactly what notes will appear in the musical surface.
Rather, they project only the abstract structures that are to be associated
with the actual notes of the musical surface as they occur.

These projections or anticipations of abstract structure, then, are parallel
to the sorts of syntactic anticipations exploited by most theories of lan-
guage processing. For instance, a syntactic parser encountering the word
the will engage a structural schema for a noun phrase, the syntactic unit
whose beginning is signaled reliably by the. However, this schema is
abstract, in that it makes no prediction about the actual words of the
anticipated noun phrase. The same goes for many “expectations,” “implica-
tions,” or “anticipations” in music. (This is not to say that very specific
events in the musical surface may not be anticipated as well, for example
the resolution of a suspension.) :

In addition to prospective hearing, the model permits us to describe a
phenomenon that may be called refrospective hearing. This accounts for
various sorts of “satisfaction,” “shock,” or “surprise” associated with the
hearing of music. Here are three representative cases.

1. The processor is computing multiple analyses in parallel, but settles
the indeterminacy among them before the point in time when the selection
function makes a forced choice. This results in the listener hearing the music
with the proper structure, and “projecting this structure backward,” in the
sense described in section 7.4. This is the case we encountered in the Bach
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chorale; phenomenologically, this case is experienced as “hearing the music
without effort.”

2. The processor is computing multiple analyses in parallel, and enough
evidence has accumulated for one of these to be chosen as most plausible
by the selection function. However, subsequent events in the musical
surface lead to a relative reweighting of the analyses being computed by

the processor. The selection function thereby “changes horses in mid- -

stream,” jumping to a different analysis. The phenomenological effect of
such an occurrence will be a “retrospective reanalysis” of the passage as it
is heard. Instances of this case might include figure 7.12, where a phrase
initially heard as being in A is suddenly heard as being in D, as well as
similar reanalyses of tonality in the beginnings of the finale of Beethoven's
4th Piano Concerto (where initial C major is replaced by G), the finale of
Beethoven's E minor Quartet, Op. 59, No. 2 (C major becomes E minor)
and the third movement of Brahms's F minor Clarinet Sonata, Op. 120,
No. 1 (Ep becomes Ab).

3. The processor is computing multiple analyses in parallel, and subse-
quent events are not consistent with any of the existing analyses. All must
be abandoned and the processor must start over. This case is experienced
as a sense of bewilderment, “losing one’s bearings” musically. An instance
of this might be the passage for which Mozart’s “Dissonant” Quartet is
named: the beginning of the piece creates a sensation of Ah major or some
closely related key, but the entry of the first violin on A natural and the
way the other parts resolve create a sense of tonal disorientation. )

Such cases could be constructed in further variety, to deal with metrical
structures, grouping structures, and reductions as well as tonality. However,
these three seem fairly representative of the ways in which a parallel
multiple-analysis model with a selection function might respond to an
incoming musical surface. At the same time, they allow for an enriched
notion of musical “implication” and “realization” or “nonrealization.”

7.8 Memory and the Expectation Theory of Affect

As mentioned at the beginning of the last section, an important intuitive
attraction of the “implication-realization” theory of musical understanding
lies in its potential connection to musical affect, a link suggested particularly
strongly in Meyer's earlier discussions of the theory. However, there is a
fundamental difficulty with basing a theory of musical affect on the standard
intuitive notion of expectation. If one is listening to a piece one knows very
well, one knows exactly how the music is going to continue. There should
hence be no occasion whatsoever for shock, surprise, or disappointment at
the way the piece turns out (unless the performer on this occasion happens
to make a mistake), and therefore no possibilities for distinctions of affect.
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In short, according to this approach, the affect evoked by a éiece of music

~ should diminish to the vanishing point with increasing familiarity.

In fact quite the opposite is the case, at least for what we call “good
music”’—music that we (of the culture as a whole) come to consider as of
lasting value. Such music continues to engage us more deeply as we get to
know it better. This would seem to be a fatal flaw in an expectation-based
theory of affect. '

To push this point home, consider also the experience of “musical
imagery,” in particular replaying a familiar piece in one’s head. In this case
nothing can be unexpected, since everything experienced comes from one’s
own memory. Again, this appears to rule out any possibility of surprise or
shock. Yet it is certainly possible to derive considerable affect from such
experiences. '

The alert reader will no doubt suspect how I will propose to overcome
this problem. But first, in order to make the problem clearer, I would like to
review Meyer's discussion of it in his essay “On Rehearing Music” (1967a).
Meyer gives six arguments why it would be possible to enjoy a piece on
repeated hearings in spite of the consequences of an intuitive theory of
affect based on expectation. I will argue that they all fail (and Meyer himself
does not give the sense of being entirely convinced).

Argument 1: A complex piece of music may require a number of hearings
before one can understand the implications of its events. As these implica-
tions are worked out by the listener, enjoyment increases.

Reply: Although repeated hearings do often increase musical under-
standing, this does not affect the force of the objection: once one knows
a piece well enough to know exactly what events are coming next, there
is no uncertainty that can lead to shock or surprise. One’s expectations
at any moment in the piece are that a certain continuation will occur with
probability 1. .

Argument 2: Memory is not perfect; one tends to misremember or
forget the less well structured (or less predictable) parts of a piece. Thus
these parts will tend to remain unexpected on repeated hearings, and
“musical experience maintains its vitality longer than would otherwise be
the case” (Meyer 1967a, 47).

Reply: Although this point is likely valid, the opposite can also be the
case. Everyone has had the experience of thinking “Here comes that beauti-
ful placel”—enjoying it in full knowledge of exactly what it is going to
sound like, with both memory and affect fully engaged. One can enjoy a
perfectly remembered turn of the phrase, predictable or not, and the experi-
ence need not lack vitality. :

Argument 3: One enjoys a familiar piece by virtue of the “aesthetic
illusion”: one “suspends knowledge” of the music, in effect deliberately
ignoring memory and hearing the piece “as if altogether new.”
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Reply: although one does sometimes have such experiences, whether by
accident or design, these are not the typical cases of reexperiencing a
familiar piece. The experience related in the preceding reply is probably
more common. The problem with both of these arguments is that they
attempt to conflate enjoying a piece with not remembering how it goes.

Argument 4: One’s expectations are tempered by one’s knowledge of the
musical style of the piece—and conversely, new musical experiences alter
one’s expectations about the style as a whole. As a result, the “intérnalized
probability system” is constantly undergoing subtle change. Therefore the
effect of one’s knowledge of style on the hearing of a piece is never the
same, and consequently one’s expectations differ, even if slightly, on succes-
sive rehearings of the piece.

Reply: This point too has some validity: one’s accumulation of musical
experience undeniably changes the way one hears pieces one has known
for a long time. Yet this is not a necessary prerequisite for enjoying a piece
on rehearing it; one may just like hearing it again, even if no further
knowledge has accumulated about its style. Moreover, this argument,
couched by Meyer in terms of “probabilities” of what the next events will
be, again ignores the fact that, in a piece one knows well, the probabilities
will remain essentially in the neighborhood of 1, whatever one’s knowledge
of style.

Argument 5: One’s enjoyment of repeated rehearings may come from
the differences between individual performances, in how different per-
formers shape expectations about how events will take place.

Reply: I again agree that this is a possible source of delight in rehearing
(or dismay, in the case of a poor performance!). But, as Meyer himself
admits, the experience of rehearing a well-known recording, where every-
thing is exactly the same, can occasion enjoyment too. ,

Argument 6: Finally, Meyer essentially grants all the counterarguments
just produced, and asks, Given a listener who knows a piece and its style
so well that expectations are not any different than the last time, “will the
listener find rehearing the work a rewarding experience?” (p. 49). Meyer
says that if the listener can be shown to enjoy the work “as much as he ever
did” (p. 49), then the expectation theory can be considered disproven. Since
“Jisteners do in fact tend to tire of music with which they become very
familiar” (p. 49), Meyer considers the theory to remain viable.

Reply: The relevant test case for the expectation theory is not whether a
listener continues to enjoy a familiar piece to the same degree, but rather
whether he or she can enjoy it—to derive affect from it—at all. As already
belabored too many times, familiarity should lead to total loss of surprise,
shock, or disappointment at events of the piece. In order to save his theory,
Meyer insists on too strong a criterion for abandoning it.
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To be sure, overexposure to any piece of music, no matter how great,
will lead to loss of attention, then irritation, then disgust—just like overex-
posure to chocolate sundaes. But just as appropriately spaced chocolate
sundaes can be a recurring source of delight, so can appropriately spaced
hearings of a piece of music one knows very well. Whatever sense of fatigue
may occur in the capacity for attention or aesthetic pleasure is therefore
extraneous to the issue of what brings about the aesthetic pleasure in the
first place.

In short, then, none of these arguments, even if true, succeed in blunting
the basic objection to the expectation theory of affect. Knowing a piece well
does not reduce its affect to zero or nearly so, as the expectation theory
seems to imply. Moreover, Meyer’s arguments, with the possible exception
of argument 3, completely fail to address the question of how one could
derive affect from musical imagery, where one’s expectations determine
precisely what musical events are going to be heard.

7.9 Rescuing the Expectation Theory

Still, there is a germ of insight in the expectation theory of affect, which can
be recovered and built upon in terms of the approach to musical processing
proposed here. The solution comes in a number of parts.

The first, and most obvious, is that we should not require expectation to
bear the entire burden of deriving affect. Certain aspects of affect, for
instance, come from very local sources in the musical surface. For example,
it is a long-standing (even ancient) observation that tempo affects the
musical response. Other things being equal, fast music will tend to be
exciting and slow music will tend to be soothing. Sheer volume too has an
effect. More interesting perhaps is the evidence about the “shape of the
beat” discussed by Clynes and Nettheim (1982) and Clynes and Walker
(1982), who show experimentally that manipulation of the attack and
release envelopes of individual notes can be correlated with strong differ-
entiation in listeners’ emotional responses. These factors are especially
interesting because they are notated at best crudely in printed music, yet
are highly controlled (even if unconsciously) by good musicians as an
integral part of their performance. :

Returning to issues involving the parser, musical affect is produced not
just by hearing (and predicting) the musical surface of a piece, but by the
activity of deriving in real time all the details of abstract musical structure.
The musical structure has intrinsic points of instability or tension, which
require resolution and therefore result in affect. In addition, since alternative
analyses are being processed concurrently, the points of tension in each
individual analysis may or may not coincide with those of its cohorts. This
tension among the conflicting analyses may also surface in the listener’s
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experience as affect, even though only one of the analyses is experienced
at the moment as “the” structure of the music.

As Meyer notes, determining the structure of any reasonably compli-
cated piece of music involves too many details and too many large-scale
considerations for a limited-capacity processor to accommodate all possibil-
ities on a single hearing. Repeated hearing aided by memory is likely
necessary before all the events of the piece can be integrated into the
structure. It is this full integration of every event into the course of
processing that makes the experience of “good” music richer on repeated
hearings.

Now let us turn back to the question of why familiarity with a piece need
not diminish its affect. The answer has to do with the character of the
processor. If, as suggested in section 7.6, the parser is modular and informa-
tionally encapsulated from musical memory, it does not care whether the
piece is familiar or not; it goes through pretty much the same motions
regardless.

Under this conception, even if the listener consciously knows that, say,
a deceptive cadence is coming, the processor itself is innocent of this
knowledge. The selection function therefore projects as most salient the
stablest continuation of the current musical surface: a full cadence, in which
the conclusion of the phrase is a harmonic relaxation. As a result, when the
deceptive cadence actually arrives, the selection function has to reevaluate
the relative salience of its analyses, creating a retrospective reanalysis in
which the conclusion of the phrase tenses away from the dominant.'*
Listeners are not consciously surprised or shocked by this resolution (as
they might be on first hearing), because they know the piece. But musical
affect is still evoked, because the listener experiences (1) the increase in
tension at the end of the phrase and hence the relative instability of even
the most stable analysis of the musical surface, and (2) the temporary
instability of the selection function at the moment when it changes its
choice of most salient structure. Because the parser is independent from
conscious memory, it will be taken in every time by a deceptive cadence,
which will therefore produce its characteristic affect, as long as one is
attending to the music.

Because of the obligatory operation of the parser, it will apply even to
music that is being imaged, that is, being “heard in one’s head.” Whatever
musical structure is retrieved from memory in the course of producing a
musical image, the processor goes dumbly to work on it, recreating the
structure already being stored in and retrieved from long-term memory.
Hence the music can potentially be experienced as though one is hearing it
externally.

To sum up, the expectation theory of musical affect does not make much
sense if we think in terms of conscious expectations or a parser that has full
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access to one’s musical memory. But it does make sense if the processor is
conceived of as parallel to that for language, using the rules of musical
grammar to construct abstract structures that analyze the musical surface,
and operating autonomously with at best limited access to musical memory.
No matter how well one knows a piece, expectation, suspense, satisfaction,
and surprise still occur within the parser. In essence, the parser is always
hearing the piece for the first time—and that is why affect remains intact.



Chapter 8
The Problem of Reality

We see [the world] as being outside ourselves, although it is only a mental /
representation of what we experience inside ourselves. ... Time and space thus
lose that unrefined meaning which is the only one everyday experience takes info
account.

René Magritte

(Scutenaire, René Magritte)

8.1 Introduction

Underlying the practice of cognitive science is a basic tension in its goals
that to me has much the flavor of a paradigm split in the sense of Kuhn.
The tension has to do with how one phrases the fundamental question for
a theory of mind. I have been trying to articulate this split for some time,
at least since Jackendoff 1983, but its history certainly goes back much
further than that.

- For convenience, I will call the two competing versions of this funda-
mental question the “philosophical” version and the “psychological” ver-
sion, although they are hardly the exclusive property of philosophers and
psychologists respectively—hence the scare quotes.! The “philosophical”
version grows out of questions of epistemology, and might be stated
something like this:

This chapter was originally prepared as the second of my Nijmegen Lectures at the
Max-Planck Institut fiir Psycholinguistik in Nijmegen, and I wish to express my grati-
tude for the opportunity to present my ideas there and discuss them with so many
interested people. In particular, Pim Levelt provided valuable advice on the form of the
argument. Thanks are also due to William Rapaport and Dan Dennett for important
comments. ) )

The chapter has appeared also in Noiis 25 (1991) and is reprinted here by permission of the
editor. Figure 8.2 is reproduced from J. R. Lackner and P. DiZio, “Visual Stimulation Affects
the Perception of Voluntary Leg Movements during Walking,” Perception 17 (1988), and
appears here by permission of the editor. This research was supported in part by NSF Grant
IRI 90-46528 to Brandeis University.
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“Philosophical” version: What is the relationship of the mind to the
world, such that we can have knowledge of reality, such that we can have
beliefs and desires about things in the world, and such that our sentences
can be true or false?

The “psychological” version grows out of issues in perception. It tight be
phrased something like this:

“Psychological” version: How does the brain function as a physical
device, such that the world seems to us the way it does, and such that
we can behave effectively in the world?

These two approaches to the mind look very close, particularly in a case
like visual perception. The “philosophical” approach might ask, “If some-

thing out there in the world is red, how do I come to know it is red?”; the

“psychological” approach, “What leads me to the conviction that some-
thing out there is red?” These ways of phrasing the question seem nearly
indistinguishable, but I think in fact there is a major gulf between them. This
chapter will be devoted to demonstrating the existence of such a gulf and
assessing the prospects of the two approaches.

By way of introduction, it is revealing to examine some quotations from
Jerry Fodor, who embodies in a single person both sides of the paradigm
split. Fodor, with feet firmly planted in both the philosophical and psycho-
logical traditions, proves to be deeply conflicted in the presuppositions he
makes about the goals of cognitive science. Consider first the following,
from Psychosemantics (Fodor 1987, 133):

The advantage of making an innate theory true is that, quite gener-
ally, true theories license more reliable predictions than false theories
do. God gave the male stickleback the idea that whatever is red is a
rival. Because this idea is false, the stickleback’s innate psychological
theory mediates only stereotyped behavioral coordinations, and
those only while adventitious ecological regularities obtain. God gave
us such—rather more complicated—ideas as that if x wants that P,
and x believes that not-P unless Q, and x believes that x can brmg it
about that Q, then ceteris paribus x tries to bring it about that
Q. Because this idea is frue, our innate psychological theory mediates
vastly more flexible behavioral coordinations than the stickleback's,
and will continue to do so as long as human nature doesn’t change.
That is one reason why we wrote Hamlef and the stickleback didn't.

This passage illustrates the conflict vividly. On one hand, Fodor wants
to be a psychologist: he insists that an organism’s behavior is determined
by its mental representations, over which formal manipulations take place.
Moreover, some of these representations and principles are innate. On the
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other hand, he is holding on very hard to his roots as a philosopher, in his
use of the terms frue and false with respect to mental representations. As a
result, this passage comes down dlearly on the philosophical side of the
divide.

By contrast, consider Fodor's paper “Methodological Solipsism Consid-
ered as a Research Strategy in Cognitive Psychology.” Here he argues that
a computational psychology has to be stated in terms of the mind as a
purely syntactic engine—that behavior has to be determined purely in
terms of mind-internal notions. He concludes (Fodor 1980a, 71);

.. truth, reference, and the rest of the semantic notions aren’t psycho-
logical categories. What they are is: they’re modes of Dasein. I don't
know what Dasein is, but I'm sure that there’s lots of it around, and
I'm sure that you and I and Cincinnati have all got it. What more do
you want?

In this passage Fodor seems to be coming down on the psychological
side and rejecting “truth, reference, and the rest of the semantic notions” as
part of the theory. (At least I think this is what he has in mind—1I can’t make
any other sense of the jokes.) :

Another such passage occurs in Fodor's discussion of Putnam in the
volume on the Piaget-Chomsky debate (Fodor 1980b, 333):

The reasonable assumption .. .is that human beings have an ethology,
just as other species do; that the morphology of our cognitive capa-
cities reflects our specific... modes of adaptation. Of course, we are
in some respects badly situated to elucidate its structure. ... From in
here it looks as though we're fit to think whatever thoughts there are
to think. ... It would, of course, precisely because we are in here. But
there is surely good reason to suppose that this is hubris bred of an
epistemological illusion. No doubt spiders think that webs exhaust
the options.

This is cearly within the world view of the “psychological” version of
cognitive science: the world looks the way it does fo us because of the way
we're built.

The position I want to advocate here is closest to the last of these
quotations: Whatever the nature of real reality, the way reality can look fo
us is determined and constrained by the nature of our internal mental
representations. Such a “constructivist” view can be traced back at least to
Kant; in modern times it has been strongly advocated by the Gestalt school.
For. instance, Koffka (1935) emphasizes the distinction between the “geo-
graphical environment,” the world as it “really is,” and the “behavioral
environment,” the world as it is construed by the organism. He argues at
length that the organism'’s behavior can be understood only in terms of the
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latter. Similarly, Michotte (1954) and especially Michotte et al. (1962) stres.s
the notion of “phenomenal reality,” the sense of reality-in-the-world experi-
enced by the organism, showing how this sense is itself a mental construct.
The arguments to be presented here follow.in the same tradition.

8.2 What Mental Representations Are Supposed to Be

1 am using the term mental representation with some trepidation here., for lack
of any more appropriate English term. Let me try to be more precise about
what I have in mind. ‘

As proposed in chapter 1, I am taking a mind very abstractly to be
a combinatorial space of possible states, instantiated in a brain. This space
has an inherent organization—many independent degrees of freedom, each
with an inherent discrete or continuous range of possibilities. A particular
mental representation R can be thought of as a location or region in tl?e
total space of possibilities. What makes R what it is is simply its relations%np
to other possibilities in the space—how it is distinct from other possibi-
lities, what possibilities are close to it in what dimensions, and so forth.
When we as theorists use symbols to state a theory of mental representa-
tions, it is not the symbols themselves that are significant, but rather the
range of distinctions possible in the system of symbols we adopt: these
distinctions are claimed to be homologous to the organization of the
relevant subsystem of brain states.

™~ [ am trying, therefore, to take the notion of representation as an entirely

|
}

nonintentional notion. A representation is not necessarily about anything;
if you like, it does not strictly speaking represent anything. (Hence' my
hesitation in using the term except as a rigid designator for what cognitive
scientists believe the mind has in it.) The point of this notion of representa-
tion is that it can in principle be instantiated in a purely combinatorial
device like the brain as I understand it, without resort to any miraculous
biological powers of intentionality such as Searle (1980) wishes to ascribe
to the brain.2 I return to the status of intentionality in section 8.4.

To say that we perceive the world in the terms provided by our mental
representations—Koffka's behavioral environment—does not deny .the
existence of a physical reality; I am certainly not advocating a radical
idealism. But then, how does the real real world—Koffka's geographical
environment—affect mental representations? Barring magic or divine inter-
vention, the only mechanism available is this: Physical stimuli (photons,
sound waves, pressure on. the skin, chemicals in the air, etc.) act mechan_i-
cally on sensory neurons. The sensory neurons, acting as transducers in
Pylyshyn's (1984) sense, set up peripheral levels of representation such as
retinal arrays and whatever acoustic analysis the ear derives. In turn, the
peripheral representations stimulate the construction of more central levels
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of representation, leading eventually to the construction of representations
in central formats such as the 3D model level (Marr 1982) and conceptual
structure (Jackendoff 1983), which encode our understanding of the world.
The connection from the world to these central representations, then,
involves no intentionality—just the syntactic transformation of states
within one combinatorial system (or module) into states in another com-
binatorial system, through principles of correspondence. (If there is feed-
back in perception, as I believe, the relationship is more properly described
as mutual interaction between combinatorial systems.) Thus the central
representations have no direct access to the real world. This, I take it, is the
main point of Fodor’s (1980a) “methodological solipsism”; as Sprague
(1960) puts it, the brain is deaf, dumb, and blind.

A crucial boundary condition on this central encoding is that it is
impossible to place every distinction in the world in correspondence with a
distinction in the brain—otherwise the brain would have to be a literal
copy of the world down to every detail. Hence some distinctions in the
world—in fact probably most distinctions in the world-—are inevitably left
out of mental representation. In addition, the encoding of the world in terms
of a central format of representation is conditioned not only by the input
from more peripheral levels (and ultimately from physical stimuli), but
also by the organization of the states available in the central format itself.
That is, the representation of the world in the mind is constrained by the
expressive power of the mind’s combinatorial repertoire, in particular by the
“grain” of this repertoire—the structure of similarities within the space of
representations. .

The position emerging from this approach seems paradoxical. Why,
if our understanding has no direct access to the real world, arent we

‘always bumping into things? Why does the visual system, for example,

seem to give us a true picture of reality? To address this issue, I have to
split it into two parts.

1. Why does the visual system work effectively in guiding behavior?
Because it has evolved so that the organism works. An organism that
detects obstacles, predators, food, and conspecifics in an ecologically gen-
eral way is better off than an organism that bumps into things, can’t evade
predators, can't find food, and can't find other folks to mate with. That is,
evolution has given us a visual system that incorporates an ecologically viable
system of representation, one that has enough of the right distinctions in it,
connected to enough distinctions among stimuli, to enable us to function
as we do.? :

2. Another angle on the question is an adaptation of Fodor’s answer:
From in here it seems as though we can see all there is to see. There is
nothing to contradict our conviction that we can trust our visual experience.
That is, from the psychological point of view, the conviction of a “true
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picture of reality” is itself a psychological artifact, a function of our inher-
— ently limited frame of reference.

I want to push this latter argument very hard, taking a broad look
at our experience of reality. I want to show that in case after case, the
“philosophical” approach leads to uncomfortable metaphysical problems
(most but not all of them well known), whereas the “psychological” ap-
proach permits—at least in principle—a revealing account of the
phenomena.

8.3 Examples

I want to consider three kinds of cases, crossed with a range of six psycho-
logical domains.

Case I: The simplest are cases of underrepresentation, where there are
parts of the “true” picture of the world that we simply don't have.

Case 2: Illusions are situations in which, from the point of view of an
“outside observer,” the “true situation” is one thing, but the person in-
volved experiences another. Sometimes the “outside observer” and the
“nside observer” are the same person, so that one has “anomalous
experiences”—belief and immediate experience are at odds.

Case 3: Constructions are situations where there is nothing in the physi-
cal stimulus that remotely corresponds to the character of the experience.
Here the question of what is a “true picture of the world” is extremely
cloudy. ‘ '

We find one or more of these cases in pretty much any psychological
domain.

83.1 Vision

Let's start with the visual system. It is obvious that our visual system
underrepresents the “true picture.” For example, our representations don’t
contain any distinctions corresponding to ultraviolet or infrared light. This
is not a necessary fact about the visual system: there are organisms that are
sensitive to these wavelengths. Do we thereby have a false picture of reality
and these other organisms have a frue picture? This seems like an extreme
conclusion, Better to adopt the “psychological” approach and be content to
say that different organisms are just sensitive to different environmental
distinctions.

Turning to illusions, how do we account for the experience of the Miiller-
Lyer illusion or the Ames room? Following the “psychological” approach,
the organism is using its normal unconscious computational techniques
to arrive at representations that in these cases happen not to agree with
representations arrived at from most other points of view. That is, these
illusions are products of the visual system operating in normal fashion.
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Figure 8.1

However, from the “philosophical” point of view of the first Fodor
quotation cited above, the salient fact about these illusioris is that one’s
mental representations while experiencing them are false—they -do not
properly represent-their real-world content. The difficulty with this is that
mental computations, in Fodor’s view, are supposed to preserve semantic
content (Fodor 1983; Pylyshyn 1984). If one has arrived at a false represen-
tation through normal computational routes, then these procedures must
suddenly have failed to preserve content, without having changed their
functional properties at all. But then, we have no way of knowing when
they are ever content-preserving, except after the fact. How can we be so
sure that what we take to be normal perception is giving us true representa-
tions? In short, focusing on the truth or falsity of representations doesn’t
really help us understand the distinction between visual illusions and
normal perception. ’

Consider next visual constructions, such as one experiences in viewing
something as elementary as figure 8.1. Here one vividly sees the shaded
portions of the figure as a unified object, partly occluded by a rectangle in
front of it. Michotte, Thinés, and Crabbé (1964) call the hidden part of the
shaded object the “amodal complement of a perceptual structure™ it is
contributed by the perceptual system, not by the physical world.

Now what is the status of this “amodal complement” in the “philo-
sophical” approach? The point is that if's just a picture—the “truth of the
matter” is that such a unified object doesn't exist. Do we want to say then
that our mental representations of figure 8.1 are false? I don't think so: we
probably want to reserve the term falsity for cases such as seeing figure 8.1
as, say, a picture of Jerry Fodor.

Note also that appealing to the “derived intentionality” of a picture, that
is, what the creator of the picture infended it to be a picture of, may help .
sometimes in determining a “true” reading of the picture. But not this time:
as it happens, I had nothing in particular in mind when I drew figure 8.1.
Maybe I was just doodling and it popped out. Does that change the truth
or falsity of your perception of it? The issue simply makes no sense.*
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By contrast, on the “psychological” view, the stimuli in pictures lead
to visual representations by normal routes. One can speak easily of the
“amodal complement” as a constructed part of a representation, derivable
from the stimulus by normal processes. These processes, moreover, are
ecologically viable: they have evolved so that we can see objects occluded
by other objects. ‘

Of course, the way we investigate vision empirically is to fool around
with stimuli to see what illusions and constructions we can evoke. In terms
of the “philosophical” approach, this isn't addressing the issue of how our
representations come to be true; but from the “psychological” point of
view, it is investigating how they come to be ecologically viable. It is only
under the assumption that the machinery has a consistent manner of re-
sponse to input (not “sometimes true and sometimes false”) that a standard
psychological manipulation makes sense.

8.3.2 Language

Language, as far as I can tell, is all construction. For example, what reality
is there to the word dog—as a word? Its physical manifestations are a series
of sound waves or a series of marks on paper that are taken by the perceiver
to be tokens of the word. But what makes them tokens of the word?
Essentially, their ability to evoke the perceiver’s construction of the phono-
logical representation /d/ followed by /o/ followed by /g/, collected to-
gether as a unit. Moreover, at least under normal conditions, this sequence
of sounds must be understood to be intended by its producer to evoke
the English word dog; there is something deviant about treating a parrot’s

or a speech synthesizer’s production of the noise dog as an utterance of the -

word. Even considering just these mild subtleties, it begins to be difficult to
see how the predicates frue and false apply to one’s phonological representa-
tions in response to an incoming stimulus. Am I hearing a “true” utterance

of dog when the parrot makes the noise? One can make a policy decision - -

about how to treat it, but as in the case of the visual construction in figure
8.1, there doesn’t seem to be a real fact of the matter. And again, it seems
to make more sense to reserve the term “false interpretation” for the case
in which one mishears what someone else has said—quite a different
matter.

By contrast, on the “psychological” viéw, everything goes through
nicely. The word dog is real for us, despite its variable and fleeting physical
manifestations, because we have phonological representations embedded
within a grammar and lexicon of English; these confer upon the word an
individuality within our computational scheme.

Note that it is also a part of the modular perception of language that a
semantic intention is invariably attributed to the source of the language—

this is just the way linguistic signals are normally processed. Thus, when an
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input arrives that is of the proper form to set off linguistic processing,
semantic intention is attributed even if the source is a mindless parrot or
computer.

The problems of reality get even worse when we think about syntactic
structure, Is a syntactic structure real, something in the world? There is no
such thing as an NP, a VP, or an Adjective in the environment.’ Thus the
issue of the truth of our NP-representations doesn’'t make much sense.
Neither, for that matter, does the notion of phonological or syntactic
entities as objects of propositional attitudes. Speakers don’t believe (or
believe in) NPs or phonological distinctive features or rules of aspiration
(even if linguistic theorists do).

8.3.3 Music , '
Let’s now think about the perception and cognition of music. Again, the
whole domain is, as far as I can tell, pervaded with construction. What is
the “objective reality” of the Eroica Symphony or “Stardust”? It seems to me
that these pieces are best considered to be abstractions that can be realized
in performances or scores, of wildly varying physical characteristics (it is
possible, though appalling, to conceive of the Eroica played by a quartet of
marimbas; and of course a popular song like “Stardust” can be subjected to
endless arrangements). But the abstraction that unifies different perfor-
mances of a piece of music is precisely captured in the mental representation
of music—the mental structures that performances evoke. That is, the
constancy and realjty of a piece of music are purely mental.

In addition, it hardly makes sense to say that the representations one
constructs in response to hearing a performance of the Eroica are true or

false. Nor does it make sense to claim one has propositional attitudes

toward musical representations, which aren't, as far as I can tell, proposi- -

tions. The whole story becomes even more absurd if we think of the process
of composition. Presumably, Beethoven wrote the symphony by virtue of
creating mental representations (imaging music) that he wanted the written
notes to evoke—in the absence of any overt musical signal. Were his
representations false until he wrote the symphony down? Did they sud-
denly acquire a truth-value when the score was written or the first perfor-
mance took place? I can’t make any sense of such questions—they entirely
misconstrue the character of musical perception and experience.

In short, I find it difficult to see how the “philosophical” framing of the
issue of musical cognition can lead into any serious investigation. By
contrast, the “psychological” approach leads again to an inquiry into rules
and representations—a structured combinatorial space—that enable us to
internally construct our musical experience and have the conviction that it
is part of reality. This is the basis of the approach to musical cognition
developed in Lerdahl and Jackendoff 1983a (see also chapter 7), which

*



166  Chapter 8

parallels generative linguistics in its outlook on the psychological reality of
musical structure.

8.3.4 Social Cognition

For a change of pace, consider the concepts involved in social cognition «
(chapter 4), a domain about which cognitive science and the attend@t
philosophical literature have had virtually nothing to say. Again there is a
vast amount of construction going on. Concepts like marriage, group
membership, academic tenure, and debt have a vast number of possible
physical manifestations in “objective reality.” What holds them together is
not a “tendency to behave in certain ways”—such tendencies are just the
symptoms. Rather, these concepts are stipulations or organizing principles
that guide or force choices among an infinite range of possible actions.
Though they are purely abstract, they are absolutely real to us. We can
speak of the truth or falsity of whether X is married to Y, but certainly not
of whether belief in the institution of marriage is true. Marriage isn’t just a
mass illusion!

Sometimes these aspects of reality are said to be “socially constructed.”
But accepting such a view fouf court is to be satisfied too easily. Just as in
the case of visual or lingustic perception, what is the brain’s causal access
to social reality? To be sure, external social relations are necessary to induce
social cognition, but on the other hand there can be no conventions of
society unless the members of society mentally encode them. And the
causal access to external social relations has to be through the same chan-
nels as ordinary perception: the good old sense organs. So barring telepa-
thy, the physical evidence for social concepts is only indirectly related to
the concepts themselves. :

The “psychological” approach here leads us to ask what social concepts
are like as formal entities—in what combinatorial space they are embedded
and how this space is linked to the perception and formulation of concrete
actions. We can investigate the acquisition of such concepts, their cross-
cultural realizations, and their evolutionary antecedents in primate socigties
(Cheney and Seyfarth 1990), and we can ask how they contribute to the
way the world seems to us. If only a dream for the future, this is clearly a
viable enterprise for research.

8.3.5 Our Bodies

Closer to home and more concretely, consider the experienced reality of
our own bodies. Though we take this experience so much for granted that
it seems beneath notice, it parallels visual experience in many respects. We
certainly have propositional beliefs in the existence and position and size
of our bodies (if asked). But there are lots of gaps, illusions, and construc-
tions that occur under various conditions.
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Consider first gaps, or underrepresentations. One doesn’t have percep-
tual experience of the state of one’s liver, the growth of one's toenails,
one’s saccadic eye movements, or the change in tension in the numerous
muscles involved in breathing or in tongue movements during speech.
Does that mean we have a false mental representation of our bodies? No,
just incomplete.

Turning to illusions, a good first case is the “phantom limb” phenome-
non. Amputees who certainly have a propositional belief that they have
lost a leg often nevertheless feel the leg is there: it has a position, and it may
be subject to pains or itches. There is nothing wrong with the brain—it
is operating normally, and evidently receiving enough input from the
nerve ends in the stump to project what it should (under normal inputs)
project. In fact, according to Sacks (1985, 64), the existence of a phantom
leg is essential for the successful use of a prosthesis; the amputee must
invest the prosthetic limb with the “feel” of the phantom in order to walk
satisfactorily.

Sacks also discusses (1985, 42—52) the case of a woman who through in-
flammation of the proprioceptive nerves lost all body position sense, and
described herself as feeling literally disembodied. It was possible for her to
guide her movements visually but not by feel. This disability certainly is not
a defect in propositional belief. Rather, it is the proprioceptive equivalent
of blindness: the brain simply is receiving no proprioceptive information.

A third case, this time-one involving brain rather than body damage, is
the phenomenon of neglect. In the wake of a stroke, a patient may claim,
for instance, that someone has left this revolting leg in his bed, and for some
reason he can't understand he can't toss it out. When asked where his own
leg is, he suddenly realizes he can't find it; then, to his horror, he discovers
that this other leg is attached to him! Here, then, there seem to be elements
of propositional belief produced as a by-product of malfunction in the
mind’s representation of the body. The patient’s conviction of the truth of
these propositions is as strong as your conviction or mine that the sky is
blue; it does not succumb to reason (Sacks 1985, 53—55). This case as V\(ell
as the previous two show that the sense of reality of one’s own body is not
as self-evident as one might want to think. Like vision, it is a kind of
understanding, the product of processing internal to the mind.

These three cases have all involved pathologies of one sort or another.
But body illusions can be produced in normal people as well. Here's one
example of many explored by James Lackner and his associates (this one
from Lackner and DiZio 1988). A subject is placed in the setup pictured in
figure 8.2, walking on a circular treadmill while holding a stationary hori-
zontal bar. The floor is rotating backward, so the subject has to step forward
in order to hold the bar. The wall around the treadmill has vertical stripes
on it and can rotate independently.
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Figure 8.2

Lackner and DiZio explore four cases. (1) If the wall rotates at the same
rate as the floor, subjects experience themselves as in motion and the
enclosure as stationary. (2) If the wall is stationary, subjects still experience
themselves in motion, but for some strange reason the wall is moving along
with them. (3) If the wall rotates in the same direction as the floor but faster,
the visual cues for self-motion are faster than those provided by the
stepping motion. This conflict is unified in the subject’s experience in a
variety of possible ways. The most interesting one for our purposes is that
some subjects experience their legs as growing longer at the extension of
each step, so that they feel as though they are “Flastic Man”—the body
representation comes to be deformed. (4) The final condition is when the
wall rotates in the opposite direction from the floor, so that the visual cues
for self-motion indicate backward motion. Under this condition, some-sub-
jects experience themselves as voluntarily stepping backward, even {'}?O gh
they are actually stepping forward. Hence there is a drastic deformation of
the experience of the body and even—crucially—of volition.

What makes this happen? As in the case of vision, if we place the
organism in an environment to which the organism’s normal processes and
representations are not ecologically adapted, the organism produces repre-
sentations that are strictly speaking false, but still strangely consistent. Just
as in experiments involving visual illusions, these body illusions are used as
clues for how the normal processes work in a normal environment. But then,
are our representations frue in a normal environment?

Not always. Lackner points out the following case: If you stand on one
foot, it is physically bearing twice the weight it would in a normal stance.
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But it certainly doesn’t feel that way; one feels little if any change in
pressure on the right foot upon lifting the left off the ground. Lackner
observes that this is a function of the body representation’s adaptation to
normal gravitational force. In an artificially produced gravitational field of
2G, if one shifts from a normal stance to a single foot, the experienced
change in pressure is enormous. '

The point of this example is that the mental representation of body
experience is, even under normal conditions, not a frue representation in the
“philosophical” sense. More specifically, these cases show that one’s sense
of the body’s reality is in many.respects a construction, produced by
automatic and more or less modular subcomponents of the mind. Again, the
investigation of these problems can be pursued only under the “psychologi-
cal” version of thé fundamental issue. It is not so obvious that one can even
formulate them within the presuppositions of the “philosophical” version.

8.3.6 Our Selves

The most dramatic case, presaged in the fourth condition of Lackner and
DiZio’s experiment, is the conception of the self. We certainly can't find
anything physical corresponding to the self, nothing to point to, but it is
as real to us as anything. The self too appears to be a conceptual construc-
tion; Dennett (1988) calls it a “center of narrative gravity,” an abstract
entity to which one’s, history is attributed. The constructive nature of the
self is especially evident in the dissociation of multiple personality disorder
(Kluft 1984; Humphrey and Dennett 1989), in which people behave as
though they have numerous distinct selves, as being different people in
succession. Some of the selves are even aware of other selves and yet
experience the multiple personality as nonanomalous. There are a lot of
fearsomely complicated issues here that I have no desire to discuss. For
present purposes the point is that in this context the “philosophical” ap-
proach to the mind, “How does our representation of the self come to be
true?”, seems to me clearly beside the point; whereas the question “How
does the mind work such that it generates an ecologically viable self-
concept that on occasion dissociates?” is one that can be pursued produc-
tively. (It is perhaps worth speculating that the self is one’s own representa-
tion in the subdomain of social cognition, whereas the body is one’s own
representation in the spatial domain—see section 4.5.1.)

84  The Status of Beliefs, Truth, and Intentionality

Now:; where does all this leave ordinary language terms like fruth and belief
(in the propositional attitude sense)—more generally, all the terms that
invoke intentionality? We could take an approach like that of Stich (1983)
or Churchland (1981), and just say that the idea that there can be truth and
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beliefs is simply wrong. One might even fantasize that if people came to talk
more scientifically, these terms would drop out of the language. But I find
such a resolution too brittle. For one thing, the discovery of the facts about

the rotation of the earth has not in the course of some centuries stopped .

people from talking about the sunrise, nor has it made sentences about
sunrises “simply wrong.” For instance, Sunrise is at 6:40 a.m. today does not
have the curious status of a sentence containing a false presupposition, such
as The present king of France is bald.

I prefer a story in which fruth and belief have a status similar to sunrise:
they are words of English that express human concepts, and they ought to
be subject to semantic analysis, just like dog, cat, run, throw, and from.

On this view, if we want to achieve Tarski's and Davidson's goal
of a theory of truth, we have to ask, What human concept does this
word pick out? What abstract construal of the world does it evoke? To
answer these questions, we have to embed these terms in a general theory
of concepts—not, as the philosophical tradition has done, take them as the
basis for defining concepts. That is, in some sense we have to turn the
philosophical enterprise inside out.

Here is a case that helps show what I have in mind. Suppose we
are studying plants, and we decide we want a scientific theory of fruits
* and vegetables. As it turns out, there is no biological property that corre-
sponds exactly to everyday usage. So there is a mismatch between every-
day concepts and science. At this point, then, the course of investigation
splits in two.

1. What are the biological properties of plants? Within this enterprise,
the terms fruif and vegetable either drop out or come to be used in a
technical, noneveryday sense. In particular, the biological sense of fruit
includes things like tomatoes and cucumbers and maybe even things like
pine cones; there probably is no biological term corresponding even
roughly to vegetable at all. Does this mean the terms fruit and vegefable are
simply wrong, and there is no such thing? No. Rather,

2. We can investigate the psychological characteristics that lead us or
license us to have concepts like fruit and vegetable in the everyday sense,
involving not only form and biological function but also taste and human
use.

Now by analogy: Suppose we are studying psychology and we want to
know how sentences, represented mentally, can be true of the real physical
world. As shown above, there seems to be no psychological property that
corresponds to everyday usage. Thus there is a mismatch between every-
day concepts and science. The course of investigation splits in two.

1. What are the psychological properties of people such that they func-
tion in the physical world? (That is, How do we formulate a materialistic
psychology?) Terms like fruth and belief either drop out or come to be used
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in a technical, noneveryday sense. In particular, there has to be some
nonintentional term that takes the place of evaluative terms like frue and
false, perhaps something having to do with the syntactic congruence of
representations coming from independent sources in perception and/or
memory.

2. But in addition, we can ask, What psychological properties of human
beings lead us or license us to have concepts like truth and belief in the
everyday sense? This is the approach I'm advocating for the intentional
terms. The only difference between this and the fruit-vegetable case is that
here both aspects of the investigation are within psychology, so we have
to be very careful not to get them confused.

What would the latter theory look like? That is, what concepts do the
words #rue and belief express? An approach to the conceptual analysis of
belief is proposed in Jackendoff 1975, 1980, 1983, chapter 11, based on
linguistic evidence not widely noted in the philosophical literature, As it
turns out, all the well-known referential and inferential difficulties of belief-
contexts (e.g. the invalidity of existential inferences into belief-contexts,
and Quine’s (1956) phenomenon of referential opacity) can be completely
duplicated in sentences that describe pictures. To give just one example
among many, adapted from Russell (1905): a sentence like (1a), contradic-
tory in isolation, is perfectly sensical as a complement of believe (1b) and
describes (on one reading) a mistaken belief. An entirely parallel case
appears in picture-descriptions (Ic,d). (Note that there is no embedded
clauls(e 6in (Ic,d), so a traditional solution in terms of quantifier scope won't
work.)

(1) a The blue-eyed girl has brown eyes. -
b. Ralph'believes that the blue-eyed girl has brown eyes.
¢. InRalph’s picture, the blue-eyed girl has brown eyes.
d. Ralph painted the blue-eyed girl with brown eyes.

LY

Notice also that the verb picture, as in Bill pictured Mary as pretty, is
ambiguous between pictorial representation, verbal description, and belief.

These parallels in grammatical, lexical, and inferential patterns suggest
that the underlying logic of pictures and beliefs is pretty much the same—
in particular that the ordinary language concept of belief is cognitively
modeled on that of pictures. This is perhaps not surprising, given the
intuition that many beliefs are experienced in part as mental images or
“pictures in the head.”” '

Beginning with Wimmer and Perner (1983), there has been a series
of experiments showing that children under about the age of four have
difficulty correctly reporting someone else’s false belief. The conclusion
usually drawn from these experiments is that young children do not have
a fully developed theory of other minds. However, Zaitchik (1989) shows
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that children under four have similar difficulty describing a photograph of
some previous situation that no longer obtains. (The child has seen the
photograph taken but has not seen the photograph itself.) Zaitchik conjec-
tures that children’s difficulties with false beliefs and with incorrect photo-
graphs stem from a common difficulty with representations of any sort—
photographic or mental. If so, this brings developmental evidence in line
with the grammatical and inferential evidence for the conceptual analysis of
belief as a sort of mental picture.

What makes a design on a piece of paper count as a picture? Basically, in
a picture there is some relation perceived, intended, or projected between
it and other parts of the world; it is said to be a “faithful depiction” or a
“true picture” just in case it can be mapped onto the intended aspects of the
world under appropriate representational conventions. By analogy, a belief
is faithful or true (it gives a “true picture of reality”) in case it maps
appropriately onto reality. That is, the notion of correspondence between a
belief and the world parallels (even lexically) that between a picture and the
world.

Let us now consider the status of intentionality in the context of this
analysis. As far as [ can see, this relation of correspondence between
“mental pictures” and the world is precisely what the term intentionality is
supposed to denote. In other words, the notion of intentionality of mental
representations arises as part of an exegesis of the ordinary-language
concept of belief—if you like, as a component of the theory of folk
psychology. As such, the fact that intentionality turns out to be problematic
or even inexplicable is no problem: folk psychology is full of all kinds of
crazy things. But as part of a scientific theory of how the mind works,
intentionalify turns out to be a technical term like phlogiston or the ether—
a theoretical entity that arises from a fundamental misconstrual of the
problem.

Of course, the behavioral reality of other minds and of propositional
attitudes is beyond doubt, whatever their geographical reality. Moreover,
whatever “the truth of the matter,” this aspect of behavioral reality is clearly
ecologically viable. As Dennett (1987) puts it, we inherently adopt the
“intentional stance” in our dealings with other human beings (and to a lesser
extent with other organisms, including computers); we have evolved to
adopt it because it works, at least most of the time.

Fodor (1987), however, goes one step farther and maintains that, because
the intentional stance works, it must be scientifically true—that is, he
argues that the folk psychological view is the correct “philosophical” theory
of the mind as well. But this is like claiming that the ordinary language
notion of vegetable must constitute a true natural kind. By this point I think
we can see why this further move is both unnecessary and misguided.
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8.5 Why Would One Want to Maintain the “Philosophical” Position?

The overall story emerging is that an account of how we experience
the world—how the world is to us—seems tractable within a theory
of nonintentional mental representations. Not easy, but susceptible to
research. By contrast, the issue of how our representations come to be true
leads over and over into blind alleys, metaphysical puzzles, and internal
contradictions, difficulties that seem to me the mark of a wrong approach.

Nevertheless, a lot (of people seem unwilling to give up the “philo-
sophical” approach for the “psychological” or “constructivist” program in
the face of these problems. Why? ’

A basic reason, I think, is that the constructivist view goes violently
against common sense: it apparently makes everything we experience
subjective. The theory does not permit a sense of reality, but only reality
for so-and-so. ‘

This objection can be decomposed into two threads, one from language
and one from more general intuition.

1. If reality is observer-relative, how is it that we manage to understand one
another? (This objection is essentially Quine’s (1960) “indeterminacy of
radical translation,” now applied at the level of the single individual))

Two answers. - The first, from Katz (1966), in his earlier mentalistic
incarnation, appeals to innateness. The organization of our thoughts and
perception—and their relation to the world—is biologically constrained
enough that our conceptual commitments are bound to be pretty similar.
To use Quine’s example, everybody is going to see a rabbit rather than a
collection of rabbit parts because of the way visual cognition is built to
work. More.generally, evolution took a long time to get a working visual/
navigational ‘system; but as a result, it is pretty reliable within certain
tolerances.

The second answer to this objection is that we don't always understand
each other, even when we think we do. This is particularly evident in the
case of abstract concepts. Quine’s indeterminacy of radical translation in a
sense does apply when we are dealing with world views in areas like
politics, religion, aesthetics, science, and, I guess, semantics. These are
domains of discourse in which the construction of a combinatorial space of
concepts is underdetermined by linguistic and sensory evidence, and innate-
ness does not rush in to the rescue.?

2. But dammit, I know the world is out there! There is a reality, independent
of my perception, and I can see it! (And kick it, tool)

The answer to this objection has to be more or less Kantian: That's what
we are built to think! Such an answer sounds on the face of it question-
begging, but in light of the numerous phenomena cited above, it makes
somewhat more sense. To use Dennett’s (1987) term, realism is a stance that
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we are built to adopt. Skepticism is possible for scientific purposes, but not
for ordinary life. Again, the claim is that our natural realism, the idea that
the world is pretty much as we experience it, may not be frue, but it is
certainly ecologically viable.

As further incentive to reconsider the status of what seems like external
reality, I want to revert once more to my training as a linguist. There are
circumstances where language gives us an opportunity to vacillate between
describing a characteristic as part of the external world and describing it as
part of the mind of the perceiver. Compare the following sentences:

(2) This book bores me.
This book is boring to me.
I am bored with this book.
This book is boring.

I am bored.

P An Op

These ideas are valuable to me.
These ideas are valuable.
c. Ivalue these ideas.

3)

o

(4) a. Ilike ice cream.
b. Ice cream is nice.

Who does the boredom belong to? In (2a), (2b), and (2¢) the boredom is
described as the result of an interaction between me and the book, with
perhaps more responsibility being attributed to the book in (2a) and (2b)
and a little more being attributed to me in (2c). In (2d) the observer plays
no role: boringness is a property of the external object alone. In (2e) the
reaction of boredom is attributed solely to me, with no necessary external
stimulus for the boredom. For our purposes here, the interesting case is (2d),
where the book’s capacity to induce boredom is taken as observer-indepen-
dent, just like its length in The book is 182 pages long. Similar shifts occur in
(3) and (4). What we see in these cases (which are quite numerous in English)

is our ability to externalize experiential properties and then experience

them as really out there. How can something be objectively boring, delight-
ful, valuable, or worthless without someone who is bored or delighted or
who values it? Yet we speak this way all the time. The fact that in these
cases we can so easily drop the observer's contribution to the perception
and project it onto the percept makes it more plausible that we do the same
thing for other “objective” properties as well.

8.6 Learning to Live with Constructivism

Still, even if one intellectually accepts the constructivist argument that our
sense of reality is the product of a stance, one may well be left with a
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sinking feeling. How can we live with this view of ourselves? In particular,
how can we do science, which supposedly is seeking the truth about the
world, if we don'’t believe in truth as a scientifically viable concept? Do we
have to (and can we) purge our language of all its intentional terms in order
to be properly scientific?

I don't think so. The metalanguage for science has to be ordinary
language and has_to presuppose the ordinary realist stance. Consider the
practice in quantum physics, which says the world is physically very
different from the way we naturally understand it. Physicists don’t (and
can't) change their language, and in particular they continue to describe in.
nonquantum terms the very instruments with which they make quantum-
theoretic measurements. I am told (Hugh Pendleton, personal communica-
tion) that there is considerable informal discussion in the field about how to
draw a pragmatic boundary around the domain that is described in quantum
terms, leaving the context to be understood within the ordinary stance.

I think the same sort of approach has to be pursued in psychology.
The theory must be stated in constructivist terms; but at some remove
from the phenomena under description, one has to revert to the ordinary-
language stance of realism. I don't see any problem in principle about
this; it is just that one has to be explicit and sensitive about what one is
doing. The goal, in any event, is not to find some sort of Absolute Truth,
but to arrive at a humanly comprehensible understanding of the world we
experience.

Does the constructivist stance make reality go away, or make our reality
seem less real? No: we still will go on living our lives for the most part
within our natural realist stance. Knowing the biology of reproduction does
not have to make sex less fun—though it does present the risk of viewing
sex just as a grotesque piece of natural engineering (Kundera 1981, 213~
214). 1 submit that most of us have learned to live with that risk pretty
easily. Similarly, seeing ourselves as devices constructed to have a realist
stance about the world and an intentionalist stance about our fellow humans
does not prevent us from freely adopting these stances. On the other hand,
we have lost our innocence: realism now carries an element of existential
choice that was not there before.

I suspect that, at bottom, people find constructivisim threatening because
it removes the last remaining bastion of human privilege in the natural
world. The Copernican revolution denied us a position at the physical
center of the universe; the Darwinian revolution placed us as just another
step in the biological continuum. This leaves us in a precarious position,
with only our minds to distinguish us from the rest of nature.® Recall our
initial quotation from Fodor: it is our mind’s ability to have true representa-
tions that makes us special; “that's why we wrote Hamlet and the stickleback
didn’t.” Hubris indeed.
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I don't think Fodor is alone in this feeling: many of us have a deep-seated
(if unspoken) need for a sense of transcendent superiority over the rest of
nature. This need fuels a basic emotional resistance to constructivist psy-
chology, which says on the contrary that even our much-prized minds are
just natural devices. But what purpose does this sense of superiority serve?
At this point in the history of humanity, maybe a little bit more humility
about our place in the natural order wouldn't be such a bad thing,
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Chapter 7

1. Current neural network or connectionist theories of computation (e.g. McClelland
and Rumelhart 1986) invoke massively parallel processing in a way partly congenial
with the model to be advocated here, and claim to be more closely modeled on neural
mechanisms. Such networks have in fact been proposed for music processing by
Bharucha (1987) and Gjerdingen (1990). On the other hand, neural network technology
is as yet far from being able to encode the kinds of structures necessary to implement
anything remotely resembling the GTTM theory; even simple structures such as meter
and serial order are not without difficulties. Given this situation, one would hope that
the insights of structural theories (including traditional theory as well as that of GTTM)
would not be rejected simply because the technology is not up to stating them.
Rather, it should be a goal of a “microstructural” theory to explain why the traditional
generalizations about structure emerge at the higher level of organization.

2. Mentioning actual keys such as Ap and Dp is psychologically unrealistic for the
majority of listeners, who lack perfect pitch. A more apt way of putting this might be
“The pitches so far are consistent with the pitch-collections of (a) the major key in which
the soprano of the first event of figure 7.8 forms the third degree, (b) the major key in
which the soprano of the first event of figure 7.8 forms the leading tone, (c) much less
plausibly, the minor keys in which the soprano of the first event forms the fifth and
second degrees.” That is, key-finding is to be conceived of as imposing a grid of scale
degrees on a sequence of pitch-events, not as identifying an absolute name for the key.
My use in the text of key names should therefore be consistently construed as an
abbreviation for this psychologically more appropriate characterization.

3. However, this possibility does occur occasionally, for instance in Schumann’s song
“Dein Bildnis wunderselig” from the Op. 39 Liederkreis.

4. These rules are stated as followed (GTTM, 76, 84, 88):

Metrical Preference Rule 2
Weakly prefer a metrical structure in which the strongest beat in a group appears
relatively early in the group.

Metrical Preference Rule 3
Prefer a metrical structure in which beats of level L, that coincide with the inception of
pitch-events are strong beats of L;.

Metrical Preference Rule 5
Prefer a metrical structure in which a relatively strong beat occurs at the inception of
a. arelatively long pitch-event

(plus five other cases)

Metrical Preference Rule 6
Prefer a metrically stable bass.

5. This rule is stated as follows (GTTM, 89):

Metrical Preference Rule 8
Strongly prefer a metrical structure in which a suspension is on a stronger beat than its
resolution.

6. I assume that, in determining the key of a piece, the listener makes use of as much
relevant information as is available in the musical surface: the total distribution of pitches
and rthythms can be taken into account. The simplest case is when the pitches presented
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in the surface are consistent with only a single key, and the cadential formulas corre-
spond to that key. By the end of the first phrase, our Bach chorale satisfies this condition.

However, if the available pitch classes present in the musical surface do not com-
pletely determine a key, criterial intervals such as semitones and tritones (Brown 1988;
Butler 1989) will play a prominent role; as shown above, voice-leading considerations
also may play a role. Conversely, when the total set of pitch classes creates a conflict
{for example if a chromatic alteration is present), grammatical factors such as harmonic
progression, temporal ordering, and rhythmic status play a role. (Longuet-Higgins's
(1987) “semitone rule” is an example of this sort of rule.) »

The limiting case of underdetermination of key is when the musical surface contains
only a single pitch or at best a single triad. As suggested by Butler (1989), this pitch or
triad is by default taken to determine the most likely tonic; a slightly more general form
of this observation appears as Longuet-Higgins's “tonic-dominant preference rule.” This
default rule is motivated by the fact that pieces conventionally begin on the tonic or
with a tonic triad. (In turn, this fact explains the finding reported by Krumhans] (1990)
that one can pretty successfully determine the key of preludes by Bach, Chopin, and
Shostakovich from just the first four pitches of each piece: most of them, particularly
those by Bach, begin with a tonic triad or arpeggio that includes at least threé pitches.
One does not need Krumhans!'s statistical techniques to do this well.)

. This rule is stated as follows (GTTM, 101):

Metrical Preference Rule 10
Prefer metrical structures in which every other beat is strong.

. Marcus (1980) calls his parser a “deterministic parser,” because it does not backtrack:

However, in the sense intended here, it is indeterministic: it manages to fend off a final
decision on analysis by using a “lookahead function” that contains a limited number of
iterns whose analysis is held open.

. See Jackendoff 1987a for discussion and justification of a selection function in the

faculties of linguistic and visual processing. The “Darwin machine” of Calvin (1989)
suggests a possible implementation of a selection function: the patterns for each analysis
are duplicated many times over in the brain, and the more stable ones recruit active
memory away from less stable ones until the latter are wiped out. A similar idea appears
in “winner-take-all” connectionist networks (McClelland and Rumelhart 1986).

This rule is stated as follows (GTTM, 79):

Metrical Preference Rule 4

Prefer a metrical structure in which beats of level L, that are stressed are strong beats
of L,.

This rule is stated as follows (GTTM, 49):

Grouping Preference Rule 5
Prefer grouping analyses that most closely approach the ideal subdivision of groups
into two parts of equal length.

This rule is stated as follows (GTTM, 72):

Metrical Well-Formedness Rule 4
The tactus and immediately larger metrical levels must consist of beats equally spaced

* throughout the piece.

This is a well-formedness rule in classical tonal music, but in universal musical grammar
only a strong preference. See GTTM, sections 4.4 and 4.5, for some discussion.
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13

14.

. Time-Span Reduction Well-Formedness Rules 3d and 4 (GTTM, 159) and Time-Span
Reduction Preference Rule 7 (GTTM, 170). The statements of these rules are too
technical to quote out of context here.

The fact that the parser may project abstract structures rather than actual notes accounts
for the fact that many different chords can serve as the final element of a deceptive
cadence, as long as they preserve proper voice-leading relations to the preceding
dominant. The parser need not project each of these possibilities as a distinct analysis,
though perhaps the most common resolution, that to v, is projected.

Chapter 8

L

Readers who find my terminology offensive are free to substitute their own. Dan Dennett
(personal communication) has suggested “Cartesian” versus “Quinean,” though I am not
sure I would endorse the latter: my sense is that Quine does not address psychological
mechanisms enough to be a good exemplar of the approach I have in mind.

. Note that, should such miraculous powers turn out to exist, the purely combinatorial

properties of the brain still need to be studied. If one wishes to reserve the term mental
representation for brain-states-with-intentionality, I have no objection to introducing a
new term, say mental distinctions, for the nonintentional states that I am calling mental
representations here. Readers with such predilections should feel free to make the
substitution throughout.

. Dennett (1987) describes this situation in terms of the brain being a “syntactic engine”

that mimics a “semantic engine”: by virtue of its evolutionary history, it acts for the most
part as though it is making genuine contact with properties of the physical world.

. This point was made earlier by Koffka (1935, 657):

The best examples for our argument are perhaps certain trick films after the pattern of
Mickey Mouse, for here there is objectively neither motion nor emotion, but a mere
sequence of strange drawings. But this sequence gives rise to objects in the behavioral
world of the observers which move, and are agile or clumsy, exuberant or dejected,
and so forth. The merit of this example lies in the fact that here all these characters
are only in the behavioral objects and entirely absent in the geographical ones. The
“meanings” which those forms and motions possess for us are therefore most clearly
aspects or results of the psychophysical organizations produced by the stimuli.

It bears adding that the “derived intentionality” of cartoons, that is, the cartoonist’s intent
to portray something, is for naught unless the draftsmanship is good enough to produce
the requisite psychophysical organization. Are we understanding a poorly drawn cartoon
falsely if we fail to perceive it as the cartoonist intended? Again this seems to be an inept
term for the situation.

. If one wants to be a Platonist after the manner of Katz (1981), one may claim that these

things are in the environment as “abstract objects.” I then strengthen my statement:
There is no such thing as an NP in the perceivable environment—that is, there is no way
a mind can gain causal access to such things as abstract NPs.

. Jackendoff 1985b shows that parallel phenomena appear in sentences about intentions

to act; Fauconnier (1985) extends aspects of the parallelism to a wide variety of cases,
including contexts involving tense logic, counterfactuals, and quantification.

. One might think of this analysis as claiming that the notion of belief is in some sense

metaphorical, following for instance Lakoff and Johnson (1980) and Lakoff (1987). How-
ever, I find such a construal an unreasonable stretch of the notion of metaphor. In the
standard cases, a metaphor involves an arbitrary extension of a semantic field to a new
domain, acknowledged by the speaker to be “rationally” anomalous, for the purpose of
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creating some colorful or artistic effect. The concept of a belief as a mental picture is not
metaphorical in this sense. Rather, the parallelism to pictures is a deep cognitive extension
without which we would have no way at all to think or speak about beliefs (outside
scientific theories, perhaps). (See Jackendoff 1983, 209-210, and Jackendoff and Aaron
1991 for further discussion of similar cases.)

. This reply appears in Rapaport 1988 and Jackendoff 1983, independently.
. Freud (in a quotation I am now unable to locate) said something like this too. In fact, some

of the early Darwinians sensed this crisis from the start) in some cases with disastrous
personal consequences (Gruber 1960).



